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ABSTRACT
Current heterogeneous multicore architectures, including the
Cell/B.E., GPUs, and future developments, like Larrabee,
require enormous programming efforts to efficiently run cur-
rent parallel applications, achieving high performance. In
this paper, we want to present the results we obtain from the
coding with the SARC Programming Model, of two bench-
marks, matrix multiply and conjugate gradient (NAS CG),
with respect memory bandwidth. We show some sample
loops annotated and the experience that we got trying to
have our system executing them efficienly. Results indicate
that the programming model is able to achieve up to 85% of
the peak memory bandwidth on the Cell/B.E. processor.

1. INTRODUCTION
Heterogeneous multicore architectures available today [7, 26,
18] add an extra difficulty to programming, and at the same
time achieve close to peak performance. Algorithms have to
be adapted, both in their computation and communication
schemes to fully exploit the underlying architecture.

Programmers have been struggling to achieve high perfor-
mance in heterogeneous multicore architectures. For that,
they have to write code in different ways, with respect to
what they are used to. It is common now to program on top
of a vendor provided SDK on various architectures, like the
Cell BE processor[7] and the NVIDIA GPU cards[17, 18].

In this work, we want to present the results of the eval-
uation of the SARC Programming Model with respect to

memory performance. We use extensions to OpenMP to
program [2] heterogeneous architectures, like the Cell/B.E.
processor, exploiting their local memories in an efficient and
easy way.

We have developed the transformations in our Mercurium
C/C++ compilation infrastructure [12], and we have applied
the techniques to matrix multiply, and conjugate gradient
(NAS CG). We have coded them in the SARC programming
model, showing that we can achieve far more productivity
than using SDK programming. We analyze the memory per-
formance that we get in all of them. Results show that the
transformations are feasible, and our system achieves good
communication performance. They also show that in most
cases, it is the computation needed in those applications
what limits the final performance obtained. In some cases,
compiler techniques like vectorization would really help ob-
taining better overall performance.

The rest of the paper is organized as follows: Section 2
presents relevant related work. Section 3 presents how some
parts of the algorithms are written using the SARC pro-
gramming model. Section 4 presents the evaluation of the
benchmarks. Section 5 concludes the paper and Section 6
outlines future work.

2. RELATED WORK
Heterogeneous architectures have attracted the attention of
several studies about their memory performance, and deter-
mine their capabilities to sustain high memory bandwidth.
Jimenez et al. [15] did an analysis of the Cell BE processor
with respect to memory performance. They show that code
running on the SPEs should exploit loop unrolling, double
buffering, DMA lists, and delay as much as possible the
synchronizations with respect the DMA transfers. In this
paper, we use loop unrolling and blocking techniques, but
our compiler is not able yet to exploit double buffering or
DMA lists. The IBM compiler [11] targeting the Cell BE
processor, also exploits loop blocking, unrolling and double
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and triple buffering techniques.

There have been a number of publications on applications
exploiting memory performance on the Cell BE processor.
Among them, Saidani et al. [24] show the evaluation of sev-
eral parallelization schemes for an image processing algo-
rithm, comparing the results obtained from the Cell BE pro-
cessor with other cache-based multicore architectures. Au-
thors conclude that DMA based transfers offer more pre-
dictable results than cache-based data accesses. Benthin et
al. [5] show how to efficiently map a ray tracing algorithm
onto the Cell BE processor. They use software hyperthread-
ing techniques to hide data access latencies, in a way com-
parable to double buffering. Their results show that a sin-
gle SPU can offer performance comparable to an actual x86
CPU.

New computer architecture designs based on heterogeneous
multicores have raised the question about their programma-
bility. Bouzas et al [6] propose a MultiCore Framework
(MCF) API toolkit that provides an abstract view of this
hardware oriented toward computation of multidimensional
data sets. The CAPS HMPP [9] toolkit is a set of compiler
directives, tools and software runtime that supports multi-
core processor parallel programming in C and Fortran on
Unix platforms. HMPP works based on codelets that define
functions that will be run in a hardware accelerator. These
codelets can either be hand-written for a specific architec-
ture or be generated by some code generator.

Recently, general purpose computation on graphic proces-
sors has received a lot of attention as it delivers high per-
formance computing at rather low power. Major proces-
sor vendors have showed their intent to integrate GPUs
as a GPU-core in the CPU chip [14, 1], so programming
model techniques in this area are relevant in this discussion.
CUDA [17], Compute Unified Device Architecture, proposed
by the GPU vendor NVIDIA, is a programming model for
General Purpose Graphic Processor Units (GPGPU) com-
puting [18]. It is based on kernels that are run n times in
parallel by n CUDA threads. These kernels are grouped in
blocks and these in grids, creating a software hierarchy that
should map perfectly to the memory hierarchy for better
performance. For example, peak bandwidth performance of
the NVIDIA GeForce 8800 GTX is 86.4 GBytes/s, around
ten times the bandwidth that can offer a front side bus
for an Intel CPU. But even this bandwidth performance is
unable to sustain the 384 GFlops that the same card can
achieve in floating point operations. For that reason map-
ping data to on-card local memories is of extreme impor-
tance. The CUDA programming environment is designed as
an extension to C and C++ and also provides some prag-
mas in order to specify such mappings. Recently, tools to
better map the algorithms to the memory hierarchy have
been proposed [30]. They advocate for that programmers
should provide straight-forward implementations of the ap-
plication kernels using only global memory, and that tools
like CUDA-lite will do the transformations automatically to
exploit local memories. Brook for GPUs [28] is a compiler
and runtime implementation of the Brook [27] stream pro-
gram language that runs on programmable GPUs. Another
alternative is MCUDA [29], that proposes to use CUDA as
a data-parallel programming model on homogeneous multi-

core architectures. We think that our proposal complements
these ones, by allowing the programmer to express the pa-
rameters, like blocking factors, that usually are not so easy
to find by compilers.

Most of the programming models suitable for heterogeneous
multicores allow to express some form of task based paral-
lelism. OpenMP 3.0 [21], the industry standard for paral-
lelism in shared memory machines, introduces a task suit-
able for parallelization of irregular applications [3]. Cell Su-
perscalar [22] is a programming model based on dependences
among tasks designed to ease Cell programming. Recently,
Duran et al. [10] has also proposed to add dependences for
OpenMP 3.0 tasks. The Sequoia [16] alternative focuses on
the mapping of the application kernels onto the appropriate
engines to exploit the memory hierarchy. RapidMind [23]
is a development and runtime platform that uses dynamic
compilation to accelerate code for the accelerators available,
being those GPUs or the Cell SPUs. The programmer en-
capsulates functions amenable for acceleration into program
containers. The code in containers is only compiled during
the execution of the application, so that it can be optimized
dynamically depending on the input data and the target ar-
chitecture.

We have found that all solutions supporting multicore make
the programmer to split the application in pieces to pro-
vide the low level kernels to the acceleration engines. We
think that the compiler must be the responsible to address
this issue. This would increase productivity in multicore
processors, specially in the heterogeneous ones. This is the
case of the IBM compiler [11, 20], also known as Octopiler,
which takes OpenMP code and places the parallel regions
on the Cell SPUs. Additionally, as a result of our experi-
ence with parallel programming models, we have recently
proposed the SARC Programming Model [25]. This model
allows more flexibility to programmers with the specification
of which regions have to be executed in parallel in the SPUs,
and which ones in the PPUs, possibly also in parallel.

3. ALGORITHMS UNDER

CONSIDERATION
In this section, we present the coding of parts of the bench-
marks that we use for the evaluation.

3.1 Matrix multiply
We have coded a matrix multiply benchmark based on the
kernel developed in Dresden [13], using the SARC Program-
ming Model. It is a blocked implementation (with blocks of
64x64 elements), such that it takes advantage of consecutive
DMA memory transfers. The code looks like the following:

1

2 for (I=0; I<BK1; I++) {
3 for (J=0; J<BK1; J++) {
4 #pragma omp task device(spu) private (K) \
5 copy_in (C[I][J][0:BK2 -1][0:BK2 -1]) \
6 copy_out (C[I][J][0:BK2 -1][0:BK2 -1])
7 {
8 for (K=0; K<BK1; K++) {
9 #pragma omp data copy_in (A[I][K][0:BK2 -1][0:BK2 -1], \

10 B[K][J][0:BK2 -1][0:BK2 -1])
11 matmul_SIMD64 (A[I][K], B[K][J], C[I][J]);
12 }
13 }
14 }
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15 }

The function matmul SIMD64, developed by TU Dresden
performs the hand–optimized computation of a 64x64 ma-
trix block. All the DMA transfers needed by the execution
of the kernel in the SPUs are generated automatically by our
Mercurium compiler, from the pragma copy in and copy out
specifications.

3.2 Loops from NAS CG Class B
We have coded NAS CG using the proposed SARC exten-
sions. We have selected the following loops for the evalua-
tion. Two of them have regular memory accesses, and the
third contains an irregular memory access. The following
subsections show the code of the loops.

Regular loop computing p.q (reg1)

1 #pragma omp device(spu) for private(j) \
2 reduction (+:d) \
3 copy_in(p[j],q[j])
4 for (j = 1; j <= lastcol -firstcol +1; j++) {
5 d = d + p[j]*q[j];
6 }

This loop has two input arrays (p and q). They are brought
into the SPUs local stores with the copy_in clause. It com-
putes d as a reduction variable.

regular loop computing z and r (reg2)

1 #pragma omp device(spu) for private(j) \
2 copy_in(p[j],q[j],z[j],r[j]) \
3 copy_out(z[j],r[j])
4 for (j = 1; j <= lastcol -firstcol +1; j++) {
5 z[j] = z[j] + alpha*p[j];
6 r[j] = r[j] - alpha*q[j];
7 }

This loop has four input variables, and two of them are
modified and put back to main memory (copy_out variables
z and r).

Irregular loop computing q = A.p (irreg)

1 #pragma omp device(spu) for private(sum ,k,j) \
2 copy_in(rowstr[j:j+1]) \
3 copy_out(w[j])
4 for (j = 1; j <= lastrow -firstrow +1; j++) {
5 sum = 0.0;
6 for (k = rowstr[j]; k < rowstr[j+1]; k++) {
7 #pragma omp device(spu) data input (a[k], p[colidx[k]])
8 sum = sum + a[k]*p[colidx[k]];
9 }

10 w[j] = sum;
11 }

4. EVALUATION OF THE TRANSFORMED

ALGORITHMS
In this section, we present the execution environment used
for experimentation, and the results obtained.

4.1 Execution environment
The evaluation has been carried on the Cell/B.E. machines
available at the Barcelona Supercomputer Center They are

Figure 1: Architecture of Cell Broadband Engine
Architecture

QS20 blades powered with two Cell processors clocked at
3.2 GHz with 1 GB of RAM memory. There are a total of
16 SPUs available. We have executed the benchmarks on
one blade, in dedicated mode. The Cell blade runs Linux
2.6.22-5.fc7, and it has the IBM Cell SDK3.0 installed.

The Cell Broadband Engine Architecture[7] (CBEA) is a
heterogeneous multicore processor designed by IBM, Sony
and Toshiba, see Figure 1. The Cell is built on top of a Power
processor element (PPE). The PPE consists of a Power Pro-
cessor Unit (PPU) and it is connected to a 512 KBytes L2
cache. The PPU is a dual issue in-order PowerPC64[31]
with dual-thread support. Cell BE also features eight Syn-
ergistic Processor Elements (SPEs). Each SPE is composed
of a Synergistic Processor Unit (SPU) and a Memory Flow
Controller (MFC), the latter being a programmable mem-
ory controler of each SPE. SPEs have a local storage of 256
KBytes for data and code. An element interconnect bus
(EIB) is used to interconnect all elements.

Each Cell blade has two Cell chips, and two main memory
banks, configured as a NUMA architecture. Each chip is
close to one of the memory banks, so that local memory ac-
cesses are faster than remote. In our experiments, we have
used the Linux numa tools (numactl command) to achieve
a local memory placement. As we will see such placement
can still be improved by fine–tune the placement to each ap-
plication. Memory bandwidth in our experiments has been
computed by dividing the amount of data transfered, both
for input and output to/from the SPUs, by the execution
time of the loop.

In the runtime system used in this paper, we implement
double buffering in the SPUs by using a technique based on
threads. We run the SPU code on the CellMT[4] threading
library, and this enables the concurrent execution of multiple
threads inside each SPU. It provides a cooperative multi-
threading model, so it relies on the threads themselves to
relinquish control once they are at a waiting–for–data point
in their execution. This cooperative multi–threading model
is a perfect fit for any processor with a managed local store,
such as the Cell processor, because the context switch points
are easily identified. In fact, all applications written for the
Cell have these points explicitly identified by the memory
flow control (MFC) operations used to wait for DMA request
or mailbox messages.
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Figure 2: GFLOPs/s obtained from the matrix mul-
tiply benchmark

4.2 Matrix multiply
Figures 2, and 3 show the performance obtained after coding
the matrix multiply algorithm using the optimized Dresden
kernel [13]. We observe that the performance in GFlops is
172 (85% of peak), and the GBytes/s obtained is around 12
Gbytes/s (46% of peak) when using 8 SPUs. On 16 SPUs,
the GFlops raise up to 325 (80% of peak) and 22 Gbytes/s
(42% of peak).

Using 2 SPU threads provides the best results, as two threads
introduce low overhead, and they are enough to fully over-
lap computation with communication. This is because the
computation on a 64x64 matrix block using the Dresden ker-
nel takes around 20 microseconds, and the communication
of the two matrix blocks for the next computation (from A
and B) takes around 3/4 microseconds. Such 3/4 microsec-
onds are fully overlapped with computation when using a
second thread.

Peak bandwidth with 8 SPUs is 25.6 Gbytes/s, and peak
bandwidth with 16 SPUs is 51.2, when memory is used in
a conscious NUMA way. To check which is the limit of
bandwidth that we can achieve with our SARC program-
ming model, we have commented out the computation in
the matrix multiply kernel, thus executing the communica-
tions only. Figure 4 shows the results obtained. Observe
that, on 8 SPUs our performance is 87% of peak, and on
16 SPUs, our performance is reduced to 65% of peak due to
non–perfect memory placement, and runtime system over-
heads.

4.3 NAS CG Benchmark (Class B)
Figure 5 presents the bandwidth obtained in the regular
loops from NAS CG shown in Section 3.2. As in matrix
multiply, we also show the bandwidth obtained when the
computation in the loop is commented out.

As it can be observed, the first loop (labels CellMP-reg1,
and CellMP-reg1-nowork) achieves very limited bandwidth
(a maximum of 6 GBytes/s on 4 and 8 SPUs), independently
of the number of SPU threads used. We have determined
that the reason for having such a limited bandwidth is the
small amount of data transfered (even if this is Class B of the
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Figure 3: Memory bandwidth obtained from the ma-
trix multiply benchmark
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CG benchmark, which is usually considered a large class).
The total amount of data moved in the execution of such
a loop is 1.2 Mbytes. It is only worth–while to exploit the
loop on 1 to 4 SPUs. When exploiting it on 8 SPUs or more,
the data is split in so small pieces, 150 kbytes per SPU or
less. Spliting data also means that data boundaries between
consecutive SPUs may have alignments different from 16,
and then several extra DMA transfers of small pieces must
be done to fullfil the transfer. In our experiments this is
shown in the fact that the DMA transfer time (around 2
microseconds) remains constant when increasing the number
of SPUs, and this is due to the extra overhead of dealing with
data alignment in the runtime system. As a result, using
two SPU threads does not help hiding any data transfer
(the actual numbers show a minor benefit, that cannot be
appreciated in the scale of Figure 5.

The second loop shown in Figure 5 (labels CellMP-reg2, and
CellMP-reg2-nowork) moves 3.6 Mbytes of data, and it is
worth–while to be exploited in upto 12 SPUs. The benefit
of using 2 SPU threads is very small, but it can be already
appreciated in the plot. Compared to the previous loop,
the computation time of this one is much higher (around 30
microseconds), and is also higher than the communication
time (around 7 microseconds). This fact causes the nowork
version of the loop to scale much more rapidly, although,
again, when the amount of data to be transfered becomes
too small, the scalability is limited (CellMP-reg2-nowork,
on 8 SPUs and above). We think that better NUMA tuning
could lead to better performance of this loop also in 8, 12
and 16 SPUs. But we have not had time to do such tuning
in our experiments.

It is also important to notice that it is very important that
the backend compiler could further optimize the kernel code
running on the SPUs. In this sample loop, if the compiler
could apply vectorization to the SPU code, our system could
better overlap communication with computation, achieving
better performance.

Figure 6 shows the bandwidth obtained in the irregular loop
shown in Section 3.2. Three different versions of the same
loop are shown. Label CellMP refers to the version that
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loop of CG.B

copies a value in, and immediatelly computes on it. Label
CellMP-irreg refers to a second version that implements an
inspector, collecting a number of values (usually in the order
of 100), and then computes on them. Label CellMP-irreg-
nowork does the same, but the computation itself has been
commented out. We were expecting the second version to
be better than the first, as the plot shows. But the plot
also shows that it is really close to the limit given by the
data transfers. Also in this irregular loop, the benefit of
using 2 SPU threads can be better observed, as we manage
to partially overlap the computation on the gathered values,
with the communication of the next ones.

Finally, Figure 7 shows the speedup obtained in NAS CG
Class B, with the IBM cbexlc compiler[8, 19], version 1.0,
and with our transformations using the SARC Programming
Model. The speedup shown is measured against the serial
execution of the benchmark in the PPU, to have a common
reference for all experiments. As it can be observed, the ef-
fort that we have put in improving the memory performance
of the benchmark has given good results. We achieve better
speedup than the IBM compiler from 1 to 16 SPUs. It is
important to notice that the performance obtained with the
SARC Programming Model in a single SPU is already better
than when running on the PPU. Our scalability is good up
to 8 SPUs, and it does not increase so much on 12 and 16.
From our experience, we know that these results can be im-
proved by further fine tuning the application data mapping
with the Linux NUMA capabilities.

5. CONCLUSIONS
In this paper, we have shown the evaluation of the ma-
trix multiply and conjugate gradient (NAS CG) benchmarks
on the Cell/B.E. architecture, with respect memory perfor-
mance. We have coded both benchmarks with the SARC
Programming Model, and we have obtained fine grain mea-
surements of the bandwidth obtained in the parallel loops
of such applications.

The evaluation shows that the SARC Programming Model is
useful to express data movement (copy in and copy out an-
notations), that can achieve high performance. We achieve
46% of peak Cell/B.E. bandwidth in matrix multiply with
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Figure 7: Speedup obtained in the complete execu-
tion of CG.B

8 SPUs, and 42% of peak in 16 SPUs. But our performance
increases op to 87% and 65% when we account only for the
communication (by commenting the actual computation of
the matrix).

The study done on NAS CG shows that the SARC Program-
ming Model is able to exploit from 4 to 17 Gbytes/s depend-
ing on the specific loop in this application. This benefits the
execution of the full application, as we finally achieve an
speedup of 12 in 8 SPUs and 15 on 16 SPUs.

As we have commented in the evaluation section, in some
cases it is important that the backend compiler can fully
optimize the code running on the SPUs, to achieve better
overlap between computation and communication, leading
to even better performance.

6. FUTURE WORK
We would like to continue working with other applications
(NAS benchmarks, HPCC Challenge, NAMD-lite, ClustalW,
etc.), to learn more what compiler transformations and op-
timizations can lead to better performance.

Our long term plans include moving the system to GPUs and
FPGAs, specially to investigate their suitability to irregular
memory accesses, and how to hide memory latencies.
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