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ABSTRACT

This paper presents the results of executing the NAS BT benchmark on top of NanosDSM, a
distributed shared memory software implementing sequential consistency. Some of the problems
that appear can be solved with an implemented technique to hide the communication latency
(presends/preinvalidations). But this benchmark has some characteristics that restrict the benefits
of the technique, opening the door to new ways of applying it.
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1 Introduction

NanosDSM [CCM+06] is an everything shared SDSM that offers a sequential consistency
memory model in a distributed memory-based architecture. It allows to use shared mem-
ory programs without any modification. It is a page based DSM implementing sequential
consistency. This means that a single-writer multiple-readers coherence protocol has been
implemented. NanosDSM also provides techniques to hide the communication latency: pre-
send and preinvalidation. Pages that have to be read are sent previously and copies of pages
that have to be written are invalidated. A cooperation with the runtime library is needed to
detect the best place for sending pages and invalidations. Currently they are sent at the end
of the OpenMP loops.
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Table 1: Detailed problem sizes for different benchmark classes.
Class Array dimensions Number of pages

A 64x64x64x5 2560
B 102x102x102x5 10363

2 BT Benchmark

The NAS BT benchmark [JFY99] is a solver kernel for a typical computation problem on
computational fluid dynamics codes (CFD). It updates a 3-dimensional array of points suc-
cessively in the x-, y-, and z-direction solving a system of equations per planar gridpoint.
The algorithm iterates through five basic methods: i) compute the right hand side matrix
(rhs), solve the equations in the ii) x- , iii) y- , iv) and z-direction, and finally v) accumu-
late the results.

Table 1 shows the dimensions of the main shared arrays and their size in pages for the
classes A and B.

The version 2.3 of this benchmark contains 10 parallel loops. All loops are parallelized
using the outermost dimension (z) except two of them, where the second outermost dimen-
sion (y) is used due to their data dependencies. The computation of the rhs has 6 parallel
loops, and the following methods have one parallel loop each.

3 Testbed

The platform used to evaluate our techniques is the MareNostrum supercomputer. The sys-
tem is a large cluster formed by 2560 Blade Servers with 2 PowerPC 970MP @ 2.3Ghz pro-
cessors and 4GB of physical memory. All nodes are connected with a Myrinet network.

The benchmark is compiled with the Nanos environment. The OpenMP directives of
the benchmark are translated to calls to our runtime library with the Nanos Mercurium
compiler.The resulting Fortran code is compiled afterwards with the XL Fortran compiler
10.1 using the compilation flags -O0.

4 Performance results

This section presents the results of executing the benchmark in the MareNostrum supercom-
puter. A maximum of eight threads have been used. The application is executed with one
working thread per node so different threads are physically executed on different nodes. All
the executions have been run using the MOAB queue system.

4.1 Original version

Figure 1a shows the average execution time per thread for the different loops in the class A
of BT benchmark. For each loop, the resulting times for 1, 2, 4 and 8 threads are shown. No
optimization (-O0) have been used in this case.

There are 10 loops and only 3 of them have good speedup (rhs5, x_solve, y_solve).
Looking at the ones with worst speedup, there are 5 loops whose execution times are 10



rh
s1

rh
s2

rh
s4

rh
s5

rh
s6

rh
s7

x
_
so

lv
e

y
_
so

lv
e

z_
so

lv
e

ad
d

loop identifier

0.0

0.2

0.4

0.6

0.8

1.0

T
im

e 
(s

)
bt.A_orig - 1 node

bt.A_orig - 2 nodes

bt.A_orig - 4 nodes

bt.A_orig - 8 nodes

(a) Execution time per loop in the original
version.
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(b) Execution time per loop with the Pre-
send/Preinvalidation mechanisms.

Figure 1: Evaluation of the BT class A parallel loops.

times worse than serial time(rhs1, rhs2, rhs6, rhs7, add). NanosDSM reduces the exe-
cution time for loop rhs4 with two threads, but it does not improve any further. And the
execution time for the loop z_solve is also reduced, but 8 threads are needed to achieve a
speedup of 2. In all cases, and beginning with 4 nodes, the execution time decreases when
the number of threads increases. This behavior is explained because the data size owned by
each thread in this benchmark decreases with the number of threads, and so when this num-
ber gets higher there are less page faults. The main problems detected can be summarized
as: i) Changes in the parallelization index, and ii) Write accesses.

Changes in the parallelization index

As said before, all the loops (except two) are parallelized using the outermost dimension (z)
to maximize the data locality. Each thread gets a contiguous chunk of data inside this di-
mension. The problem arises when a loop changes to a different parallelization index and
loses its data locality. Loop rhs6 uses its inner dimension y. This means that all threads
access data that is owned by other threads, producing a huge number of page faults. This
also means that the data placement changes, and so, it becomes a problem for the next loop
when it returns back to the original parallelization index (as seen in rhs7). The same prob-
lem appears again in the z_solve and its following loop add.

Write accesses

The last problem are the write accesses to the shared variables. In the first two loops rhs1
and rhs2, each thread writes its part of the shared arrays. These accesses produce a large
number of write page faults, and so invalidations are sent to the remaining threads. In addi-
tion, it also represents read faults in the following loops that read these data, as loop rhs4.



4.2 Overlapping communication with computation

To mitigate the problems detected in section 4.1 we apply our presend technique to hide the
communication latency. Figure 1b shows the resulting execution times per loop. All the prob-
lematic loops in the original version have reduced its execution time drastically. Specially
remarkable are the cases where the parallelization index changes (rhs6, rhs7, z_solve
and add).

But this technique is not enough to reduce the parallel execution time below the serial
one. It is clear that the number of page faults have been reduced, but they have not been
totally eliminated. The main problem is that the time between the data being present and
the data being consumed is too small, and so, the fault remains. This situation becomes
apparent in the loops rhs6 and the z_solve. Loop z_solve have a bigger computation
time, big enough to compensate the communication time, and so it gets better scalability.

Using the bigger class B increases slightly the computation time, but the number of pages
increases considerably, so the original version goes even worst. The use of our technique
mitigates the problem, but similar results to the smaller class are obtained.

5 Conclusions

Executing the BT Benchmark on top of a distributed shared memory platform has two prob-
lems: i) changes in the parallelization index, ii) and write accesses to shared arrays. These
problems generates a lot of network messages to maintain the memory consistency, result-
ing in a considerable loss of performance. The presend/preinvalidation technique is used to
hide these communication with the computation, and it reduces the problem. But the benefit
is still not enough due to the limited available time to send the data before it is used. This
opens the door to start presending data even before the end of the loop, and this is currently
our work in progress.
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