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a b s t r a c t

The monitoring of QoS parameters in Services Computing as well as in Clouds has been a functionality
provided by all contemporary systems. As the optimization of energy consumption becomes a major
concern for system designers and administrators, it can be considered as another QoS metric to be
monitored. In this paper, we present a service framework that allows us to monitor the energy
consumption of a Cloud infrastructure, calculate its energy efficiency, and evaluate the gathered data
in order to put in place an effective virtual machine (VM) management. In that context, a simulation
scenario of an eco-driven VM placement policy resulted in a 14% improvement of the infrastructure’s
energy efficiency. In total, the proposed approaches and implementations have been validated against
a testbed, producing very promising results regarding the prospect of energy efficiency as an important
quality factor in Clouds.

© 2012 Elsevier B.V. All rights reserved.
1. Introduction

Datacenters supporting Cloud computing consume an enor-
mous amount of power [1], representing a financial burden for
their operating organizations, an infrastructure burden on power
utilities, and an environmental burden on society. Cloud comput-
ing is an emerging paradigm for business computing and as its pop-
ularity grows, its potential energy impact grows in significance.
This increased usage of Cloud computing, together with the in-
creasing energy costs and the need to reduce carbon emissions call
for energy-efficient technologies to sustain Cloud datacenters.

Whereas large Internet companies (e.g., Google and Microsoft)
have significantly improved the energy efficiency of their multi-
megawatt datacenters, they have so far focused mostly on
hardware aspects. There are still great energy saving potentialities
waiting to be turned into reality with respect to system operation.
In addition to large datacenters, efficient operation would be
extremely helpful for small and medium-sized datacenters, which
account for themajority of the energy consumed by datacenters [1]
and in general cannot afford expensive hardware improvements to
save energy.
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This paper contributes a service framework for Cloud providers
to enable energy efficiency awareness. By using the framework,
providers can address the energy-efficient management of their
resources and running services. The framework offers methods for
measuring, analyzing, and evaluating energy use during service de-
ployment and operation. It operates a monitoring infrastructure to
provide real-time and foreseen status information about services,
physical resources, virtual resources, energy consumption, carbon
generation, etc. Using these energy consumption measurements,
together with the mechanisms for predicting the energy impact
based on run-time state, historical usage patterns, and predictions
of future demands, the energy and ecological efficiency of a Cloud
provider can be assessed. This assessment is used to drive self-
management policies in order to fulfill the provider’s energy ef-
ficiency requirements. In particular, this paper proposes the usage
of energy assessments to optimize the placement of virtual ma-
chines (VMs) in a Cloud provider in order to optimize its energy
efficiency.

The rest of the paper is structured as follows: Section 2discusses
other works related to this approach. Section 3 presents an
extended background and motivation behind this work. Section 4
describes the suggested approach for monitoring in detail and
Section 5 elaborates on how the collected data is evaluated.
Practical use of energy data is presented in Section 6 before an
in-depth validation and evaluation of the approach is presented in
Section 7. Finally, the paper is concluded in Section 8.
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2. Related work

Even though monitoring of computational resources is a rela-
tively old topic [2], the definition of a dedicated monitoring mech-
anism for Cloud Computing is a complex problem due to the
immaturity of the Cloud paradigm and the lack of standards for
all those new service models (SaaS, PaaS, IaaS, etc.). However, as
presented in [3] there are several monitoring systems designed for
Grids and distributed computing like GridICE [4], Globus [5], Mon-
ALISA [6], Nagios [7] which have been used as the core for building
Cloud-enabled monitoring solutions [8,9].

In addition to the previous monitoring solutions and Applica-
tion Programming Interfaces (APIs), there are several research ini-
tiatives which are worth mentioning. The authors in [10] present
Lattice, a monitoring framework for service Clouds. The architec-
ture of Lattice is based on the concept of producers and consumers of
the information and utilizes probes to collect the monitoring data
from the application, the physical and virtual resources. The frame-
work offers the libraries that one could build its own monitoring
system. In [11] a complete Cloud-enabled framework that incorpo-
rates informationmanagement,monitoring, accounting and billing
is presented. The requirement analysis that they perform is inter-
esting but they lack in implementation details and performance
measurements. In addition, the analysis in [12] shows that in Ser-
vice Oriented Architecture (SOA) the overhead introduced by the
monitoring system itself could be significant and could affect the
operation of the application/web service.

Energy efficiency is a generic termwhich refers to using less en-
ergy to produce the same amount of services or useful output, and
is defined as the ratio between the useful output of a process and
the energy input to this process [13]. The useful output mentioned
in this general definition can be the tones of a product or even the
number of instructions executed per each Joule consumed. In some
publications, as in [14], this ratio’s numerator and denominator
are inversed and referred to as energy intensity. Nevertheless, they
still implicitly contain information about the energy efficiency of a
process.

Along with the outburst of Cloud computing came a surge of
interest in Green Computing. The latter is a field where the engi-
neers and developers try to optimize the energy efficiency of var-
ious computing processes either by intervening into the hardware
or the software architecture. To this end, in the last years there
have been several efforts that introduced the concept of energy ef-
ficiency into the Cloud computing field and proposed related so-
lutions and concepts. In [15] the authors perform an introductory,
though interesting survey regarding the impact of energy-saving
strategies for the management of integrated systems and Clouds
specifically, and conclude in certain suggestions, such as reducing
the software andhardware related energy cost, improving loadbal-
ancing, reducing energy consumption due to communication and
take into consideration the CO2 emissions resulting from datacen-
ters. Those concepts are aligned with the design principles that we
used in our solution and they motivated and strengthened our ef-
forts. In the same context, in [16] an extensive survey is conducted
which raises the importance of power consumption in computing
systems, classifies power management techniques into different
levels and scope, and finally concludeswith some requirements for
Cloud computing environments andproposes some research direc-
tions for the future. Researchers in [17] present a resource man-
agement technique that applies to Cloud datacenters. The solution
proposed mainly focuses in the VM placement over the infrastruc-
ture while trying to optimize the energy consumption by keep-
ing the QoS level as high as possible. In addition, in [18] two task
consolidation algorithms are presented which are used to opti-
mize the task placement of a process in a Cloud infrastructure. The
findings of that experiment showed that there is great potential
in reducing the energy consumption by optimizing the resource
management in a Cloud infrastructure. In [19] a very interesting
mechanism for VM power metering is presented. The researcher
uses a power model that based on the resource utilization of each
VM provides an estimation of its power consumption.

In [20] different hardware configurations’ impact on energy
consumption and performance for typical applications are evalu-
ated, and it is concluded that different workloads need different
hardware configurations to achieve performance and energy effi-
ciency.What is interesting of this publication is that in order to ob-
tain energy efficiency assessments which can be compared across
workloads, ametric of the form iops/J (input/output operations per
Joule) is derived. Filesystemperformancemetrics of the form iops/s
cannot be used to compare between differentworkloads, as each of
them targets a different application domain. We use a similar ap-
proach in this publication. Given that the CPU utilization incurred
by a VM depends on the application it is running and the underly-
ing hardware, it cannot be used as a universal performance metric
comparable across different platforms. In order to be able to com-
pare the computing performance delivered across nodes with dif-
ferent architectures and energy consumptions,wewill use ametric
of the formMWIPS/W. To build this metric we will use the MWIPS
(Millions of Whetstone Instructions per Second) performed with
respect to those performed by a SPARCstation 20–61 with 128 MB
RAM, a SPARC Storage Array, and Solaris 2.3.While in [20] the eval-
uated performancewas in the form of read/write operations by en-
ergy unit, our approach assesses the amount of computation power
delivered per unit of real power consumed by the node.

3. Methodology

As we discussed before, the main objective of our work is to de-
sign and implement a twofold solution: (1) a monitoring infras-
tructure for Cloud environments that will incorporate collection
of information from various sources and layers (application, vir-
tual infrastructure, physical infrastructure and energy consump-
tionmetrics), (2) an assessment andmanagementmechanism that
will interact with the monitoring components and apply poli-
cies towards the energy-driven optimization of VM allocation and
placement. While the architectural design of the complete mon-
itoring infrastructure has been presented in [8], in this paper we
elaborate on the collection of energy consumption related metrics
and the implementation of the related mechanism.

By investigating the available literature in the field of energy
consumption of computer systems we ended up with two major
methodologies: (1) one can calculate the energy consumption of a
host (virtual or physical) by applying power models over the uti-
lization of the resource and get an estimation, (2) use external sen-
sors and devices for measuring directly the power consumption.
In the second case, when having a VM hosted in physical resource
we can estimate the consumption per VM based on the resource
utilization of each VM on the host.

The design and implementation of our solution was based on
the second methodology for the following reasons:

• System independent solution: by using an external device
rather than a software componentwe end upwith amechanism
independent of hardware type, OS type, or version. As a result,
one can utilize our solution not only for Cloud computing
systems but also to capture and manage energy efficiency for
storage or network systems.

• Non intrusive mechanism: by avoiding to install software
probes within the system that we monitor we reduce (even
eliminate) the intrusiveness and the impact that themonitoring
mechanism has into the underlying infrastructure.
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• Accurate measurements: When using a power model to calcu-
late the energy consumption of a certain computer system (us-
ing as input metrics such as CPU utilization, disk operations,
memory consumption, etc.) we end up with just an estimation
of the energy consumption value. By using an external sensor,
we canmeasure accurately the values taking also into consider-
ation the power costs produced by the fan or other supporting
systems that a power model could miss.

• Easy to set up: finally, our solution is easy to set up and operate
while, as we mentioned in the first point, is not directly inter-
fering with the monitored system.
Moreover, for the management capabilities of our implemen-

tation, the concept (as well as the mechanism) is part of a wider
methodology that we have been working on, with the name-
acronym TREC (Trust/Risk/Eco/Cost) [21–23]. It is mainly aimed
to assist in the quantitative assessment and evaluation of Cloud
stakeholders present in Cloud ecosystems. Traditionally, relation-
ships between those stakeholders have been only focused on eco-
nomical factors. However, a broader perspective that incorporates
quality factors, such as trust between providers, is now a need due
to the emergence of open and dynamic Cloud environments. The
TREC factors (trust, risk, eco-efficiency, cost) support the function-
ing of an optimized Cloud ecosystem where mutual trust between
the consumers and the providers can be guaranteed. They also play
a crucial role in setting a risk-free environment where ecologi-
cal and economical goals can be met as well. They are of critical
importance during the deployment of a service in a Cloud environ-
ment since they help a service provider determine the most ap-
propriate infrastructure provider for the service to be deployed,
according to trust, risk, eco-efficiency and cost parameters
weighted by the service provider. They also play a major part dur-
ing service execution in order to guarantee adaptability and re-
sponse to unforeseen changes in the resource provision carried out
by the infrastructure provided in order to support the execution of
the service. At the end, TREC assessments may lead to a shift in
managing several Cloud entities and in different environments.

In this paper we focus in the energy-driven management
in an end-to-end fashion: from monitoring energy consumption
to decision making based on the captured values. To this end,
the main challenge of our work is the effective collection and
management of different types of information within a Cloud
environment. Therefore, the main contributions of the paper are
the design and implementation of a multi-source monitoring
mechanism for Cloud environments, the analysis and modeling
of energy efficiency (at physical node, infrastructure and service
levels) and finally, the suggestion of eco-aware management
policies for the IaaS provider. Special focus will be given on
the collection of energy related metrics from the physical
infrastructure as well as the evaluation of the energy efficiency of
all Cloud entities.

4. Proposed approach: quantify and monitor energy efficiency

4.1. Monitoring infrastructure framework

The monitoring infrastructure aims to measure and collect
monitoring information from the different levels of the Cloud
environment, going from the application/service level, to the
virtual environment, down to the physical infrastructure (and
this includes the collection of energy-related data). The following
different pieces can be distinguished:
• Monitoring information providers, which comprise the differ-

ent sources where monitoring data is collected from, as well
as the components in charge of collecting it (known as moni-
toring information collectors). The monitoring infrastructure is
designed in such a way that this piece is scalable, allowing the
incorporation of additional sources through the corresponding
collectors.
• Monitoring database environment, which includes components
in charge of processing the data collected from the monitoring
information collectors and storing it in an aggregated database,
and also includes the components used to query data from the
database.

• Monitoring information consumers which access the monitor-
ing database to query data from it.

Themonitoring infrastructure also offers access to itswebsite in
order to provide an overview of the historical monitoring data. The
website is also considered as a monitoring information consumer
querying data from the monitoring database in order to display
monitoring information in a graphical fashion.

The monitoring information collectors which are used by the
information providers over their infrastructure, are the following:

• Application/service monitoring collectors, aiming to collect
data related to the application or service deployed and executed
within the Cloud environment;

• Virtual IT infrastructuremonitoring collectors, aiming to collect
data related to the virtual environment in which services are
deployed and executed;

• Physical IT infrastructure monitoring collectors, aiming to
collect data related to the physical IT infrastructure that the
infrastructure provider uses to offer virtualized resources (this
includes computing, storage and networking resources);

• Energy monitoring collectors, aiming to collect data related
to the energy consumption of the devices belonging to the
infrastructure provider.

The monitoring information collectors can function either
in a push mode or in a pull mode. In push mode, collectors
themselves take the initiative of the connection to the monitoring
database, and submit data directly for insertion via a web
service call at a predefined time interval. This mode is used,
e.g., by application/service monitoring collectors to minimize the
footprint of the monitoring software by relying only one one-
way data communication from inside the VM to the external
monitoring system. Conversely, in the pull mode the connection
between themainmonitoring system and the collectors is initiated
by the monitoring database environment itself which reaches out
over to the collectors, executes them on a regular basis and finally
inserts the collected data into the monitoring database. In the
pull mode, all the configuration information necessary to specify
the time interval for the data collection of each collector script
is stored in the database itself and can be modified according to
the requirements of the people in charge of monitoring the Cloud
environment.

Fig. 1 provides a high level overview of the monitoring infras-
tructure.

4.2. Monitoring energy consumption

This section provides more details on the technical solution
implemented to collect and load energy-related data into the
monitoring database. In order to collect energy-related data, the
physical servers are plugged into energy consumption sensors (for
instance, such as those of the Racktivity EnergySwitch product
family [24]). The sensors are also connected to the local network
of the infrastructure provider and provide an API that can be
used to collect energy consumption information on a continuous
basis. We chose that setup because on the one hand it is a cheap
solution for data collection (there are numerous affordable and
efficient sensors on the market), and on the other hand it is also
a generic solution that can support any type of infrastructure
device, including computational servers, storage units, switches,
etc. In Fig. 2 we present the end-to-end information flow, from
the producers of energy data (in this case, servers) to the database
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Fig. 1. High level overview of the monitoring infrastructure.
Fig. 2. Information flow and sequence diagram for the collection of energy-related data.
where the collected reports are stored. A sequence diagram also
lists themain steps of the process executed to bring energy-related
information into the database.

The monitoring process for the energy-related data runs in the
pull mode and is initiated by the monitoring data collect & insert
service executing the collection script periodically, with a time
interval specified during the setup of themonitoring infrastructure
(each monitoring information collector running in the pull mode
can have its own interval for data collection). The collection script
is a Python script that calls the API of the energy consumption
sensor in order to extract the required energy-related information.
In our implementation, we utilized the Racktivity EnergySwitch
sensor ES 1008-16 which exposes a different interface for each
energy consumption parameter to be collected. Therefore, the
collection script that we developed invokes the interfaces of the
sensor relevant to our process, collects the metrics and aggregates
them into an XML report returned to the monitoring data collect
& insert service. The energy-related metrics collected through the
API calls are listed in Table 1.

The energy efficiency assessment process does not only need
thosemetrics to perform its task. It also requires information about
the CPUusage associatedwith each of theVMs running in the Cloud
environment. Such information can be provided by the virt-top
utility in Linux operating systems. Therefore, on top of running
the aforementioned energy-related data collection process, the
collection script also runs the virt-top utility on every physical
server to collect that CPU usage information. Fig. 3 presents an
extension of the sequence diagram previously given in Fig. 2
including the calls made to the virt-top utility. Fig. 3 actually
provides the complete overview of what really happens in order to
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Fig. 3. Complete sequence diagram including calls to virt-top.
Table 1
Energy metrics.

Metric name Unit

Current A
Real_power W
Real_energy kWh
Apparent_power VA
Apparent_energy kVAh
Power_factor_in_percent –

bring into the database all the information needed by the energy
efficiency assessment process.

Here is an example of information brought back from virt-top
and inserted into the database:

Domain-0 .42;
optimis-LMS 12.65;
odfs-datanode-prototype 0;
odfs-master-prototype 34.40;
OptimisDB 6.00;
ntua-datamanager .02

The numbers next to the VM domain names are those relating
to CPU usage. In this specific example the node presented is
the Domain-0 which is the privileged domain of the hypervisor,
responsible for controlling the rest guest OSes.

The last step in the sequence diagram of Fig. 3 deals with the
insertion of the energy-related data formatted as XML into the
database. Fig. 4 shows an XML report filled in with such data
submitted for insertion into the monitoring database.

The XML report of Fig. 4 shows only the energy-related data
collected from one physical node identified by the id ‘‘optimis1’’.
Note that monitoring information collectors are designed in such
a way that they make it possible to collect in one single shot data
from multiple sources, and compile all the collected data within
one single XML report submitted for insertion into the monitoring
database.

Once the data insertion step is completed, the data can be
queried by clients such as the one running the energy efficiency
assessment process. To this end, the aforementioned monitoring
database environment provides RESTful web services that clients
can execute to query not only the data relating to the energy
consumption of the physical servers, but also all the various other
data brought into the database by other monitoring information
collectors (e.g. physical IT infrastructure monitoring collectors,
which collect monitoring information directly from the physical
servers such as CPU load, free disk space, etc.). In the database,
every record has an associated resource_type value which helps
determine its metric type. For instance, all records collected by
energy monitoring collectors get their resource_type value set
to ‘energy’. Those coming from the physical IT infrastructure
monitoring collectors get the resource_type value ‘physical’.
Virtual IT infrastructure monitoring collectors collect data that has
eventually the type ‘virtual’, and application/service monitoring
collectors bring into the database records assigned to the type
‘service’. Providing an exhaustive description of each and every
web service implemented to query the database would take too
much space in this publication. By and large, one can say that the
most frequently used ones provide client processeswith the ability
to specify as input the following information:

• Resource type (allowed values: ‘energy’, ‘physical’, ‘virtual’,
‘service’),

• Metric name or Id number identifying a physical server, a VM
or a service,

• Time window.

With the help of those input arguments, data can be queried and
extracted from the database by client processes. Additional RESTful
web services are being provided by the Monitoring Database
Environment which are used to manage the overall monitoring
process (e.g. start/stop monitoring collectors running in the pull
mode).

5. Assessing eco-efficiency of Cloud entities

Once the aforementioned energy-related monitoring data is
collected, one may want to process it in order to assess the eco-
efficiency of different entities present in a Cloud infrastructure.
This is in fact the responsibility of the eco-assessor module, which
uses the information provided by the energymonitoring collectors
to perform two eco-efficiency assessments: the energy efficiency
of a given Cloud entity (amount of usefulwork per Joule consumed)
and its ecological efficiency (amount of useful work per kg of
carbon emitted into the atmosphere). Those assessments are fully
conditioned by energy-aware (legal) constraints like having LEED’s
certification [25], which may be defined according to energy-
related parameters (e.g., carbon emission levels). For example, if
a service requires being executed in a provider which has Energy
Star rating, the eco-efficiency assessments (energy and ecological
efficiency) on a provider that do not fulfill this condition (Energy
Star rating) will return zero values.

The eco-assessor can evaluate eco-efficiency according to the
provider’s current status and predict such efficiency for a potential
future status. The assessments performed can be provided either
in a pulling manner, by exposing appropriate interfaces to allow
pulling data on demand, or in a pushing manner, by means of
subscriptions. In addition, those assessments are provided at four
different levels: service, infrastructure, physical node, and VM.
Therefore, eco-efficiency scores provided by this module have the
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Fig. 4. XML report submitted to the monitoring database for data insertion.

potential to be used by the providers of Cloud infrastructures (IaaS
and PaaS) as well as of software as a service providers (SaaS).

In the following sections, different considerations concern-
ing eco-efficiency assessment calculation and prediction are dis-
cussed. In this paper, we focus on energy efficiency assessments.
Ecological efficiency assessments are part of our future work. Sec-
tion 5.1 introduces the methodology followed to evaluate and pre-
dict the energy efficiency of a single physical node of an IaaS, while
Section 5.2 uses these results to do it at an IaaS level. In Sec-
tion 5.3 these calculations are discussed when performed at VM
level, while in Section 5.4 these results are used to assess and pre-
Table 2
Summary of symbols used in Section 5.

Symbol Meaning

Ef Energy efficiency
Ef Nodei Energy efficiency assessment of node iEf Nodei Forecasted energy efficiency value of node i
Ef Infrastructure Energy efficiency assessment of the whole IaaS provider

infrastructureEf Infrastructure Forecasted energy efficiency value of the whole IaaS provider
infrastructure

Ef VMj
Energy efficiency assessment of VM jEf VMj
Forecasted energy efficiency of VM j

Ef Servicek Energy efficiency assessment of service kEf Servicek Forecasted energy efficiency of service k
PNodei Performance of node i in Computing Units (CU)
PVMj Maximum performance in CU required by VM j
UVMj,i CPU consumption of VM j in node iUVMj,i CPU consumption estimation of VM j in node i
Domain-0 Privileged domain of Xen Hypervisor
U0i CPU consumption of Domain-0 of node iU0i CPU consumption estimation of Domain-0 of node i
Ri Real power consumption of node iRi Forecasted real power consumption of node i
PUE Power usage effectiveness
n Number of nodes of the whole Iaas provider infrastructure
ni Number of VMs being executed in node i
mk Number of VMs of service k

dict the energy efficiency of a service running on several VMs. The
symbols used throughout this section and their meanings can be
found in Table 2.

5.1. Energy efficiency at node level for IaaS providers

Energy efficiency is defined as the ratio between the useful
work performed and the energy consumed to do it [13]. Note that
this definition is equivalent to the ratio between the amount of
work performed each second and the delivered power during that
second (see Eq. (1)). Following this last definition, our aim is to
obtain a formulawhich evaluates this relationship at physical node
level.

Ef =
Useful work
Energy (J)

=

Useful work
s

Energy (J)
s

=

Useful work
s

Power (W)
. (1)

An IaaS is not interested on which kind of work is being per-
formed by the applications being run, but on the resource utiliza-
tion they incur in the system. So, from an IaaS point of view, the
useful work per second carried out by a server running N VMs can
correspond to the amount of computing performance delivered to
them during that second, based on the assumption that the appli-
cations being run on the VMs are computing-intensive.

A first approach could be to evaluate the delivered computing
performance per second as the amount of CPU time which has
been assigned to the VMs running in the node during that second
(amount of CPU utilization). However, it is obvious that a 1990
computer with 50% of CPU utilization will not give the same
performance as a 2010 computer with the same CPU utilization.

Possible metrics to measure the delivered performance per
second could be MIPS or MFLOPS in this sense, given that they are
independent of the underlying hardware and allows to compare
the deliveredperformanceper second inheterogeneous clusters. In
particular, MWIPS (Millions ofWhetstone Instructions Per Second)
will be used to measure the delivered performance per second in
Section 7.3. We will refer to all these possible metrics in a general
way as the ComputingUnits (CU) throughout the rest of this article.
Therefore, a CUwill relate to the amount of delivered performance
per second.
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The maximum computing power which can be delivered by a
node is represented as PNode and can be measured as the number
of CUs delivered by the nodewhen its processors are running at full
speedwith 100%of CPUutilization. Bymultiplying PNode by the sum
of CPU utilizations (normalized to 1) incurred by the VMs running
in the node, we can obtain the amount of computing power
delivered to the VMs, assuming that the distribution of computing
power among the VMs is proportional to their CPU utilization.
These assumptions are valid when running computing-intensive
applications. Note that the CPU utilization of the privileged domain
(referred to as Domain0 in Xen Hypervisor nomenclature) has not
been included in this sum, since it is not considered to be useful
work. In fact, it can be considered as the overhead needed to run
them.

On the other hand, the amount of power consumed by the node
to execute these VMs along with the privileged domain corre-
sponds to the real power and not to the apparent power, given that
real power reflects the energy really consumed and charged for by
utilities [26].

It also needs to be taken into account the power overhead
needed to run the node (cooling, lighting and power delivery
losses). Following the definition of PUE [27], the total power con-
sumed will be the real power of the server multiplied by the PUE
of the datacenter.

Taking into consideration these aspects, the energy efficiency
of a node from the IaaS point of view can be calculated using
Eq. (2). Note that the CPU utilization values range from 0 to
100 independently of the number of processors present in the
node. Therefore, UVMj,i is referred to the total amount of CPU time
consumed by the whole server for a given time period, and not by
a single core of it.

Ef Nodei =


j

UVMj,i
100


· PNodei

Ri · PUE
. (2)

One way to forecast the node energy efficiency for a given time
in the future would be to keep track of the previous assessment
results and extrapolate them using a linear regression. However,
this approach does not take into account that the VMs running in
a particular host can have completely independent behaviors. In
order to overcome this problem, we predict each of the variable
terms of Eq. (2) and forecast the energy efficiency using the same
relationship. On the one hand, the CPU utilization of each VM and
Domain-0 can be predicted using linear regression for a given time
in the future. On the other hand, the node power consumption
can be estimated by using an offline power characterization of the
node, like in [28], and evaluating it for the total forecastedCPU load.
The node’s computing performance PNode will remain constant, as
it is inherent to the node, as well as the PUE, which is inherent to
the datacenter. Finally, the predicted node energy efficiency can be
calculated using Eq. (3). This approach accounts for the different
behavior of the VMs running in a particular host.

Ef Nodei =


j

UVMj,i
100


· PNodei

Ri · PUE
. (3)

Energy efficiency forecasts at node level when new VMs are
deployed ormigrated into a given node are necessary by placement
optimization scheduling policies. The previous energy efficiency
forecast definition is also valid in this scenario. It is only necessary
to estimate which will be the additional CPU utilization incurred
by these VMs in the node, and add it to the CPU utilizations of the
other VMs already running in the node, in the nominator of Eq. (3).
The required computing power of a VM will be the same
regardless of the node it is running. As explained previously, it
will correspond to the maximum computing power which can be
delivered by the node it is running in (node A) multiplied by the
CPU utilization (normalized to 1) of the VM in that node. The VM
will require the same computing power when running in another
node (node B). As the maximum computing power of node B is
a constant value, this implies that the CPU utilization in node B
is the only factor which will be modified in order to provide the
same number of CUs to the VM in both cases. This reasoning is
summarized in Eq. (4).

PVMj = PNodeA ·
UVMj,A

100
= PNodeB ·

UVMj,B

100
. (4)

In case a new VM is deployed, a performance requirement (in
CUs) must be specified for that VM (PVMj ). Then, taking into con-
sideration Eq. (4), the maximum CPU utilization incurred by that
VM j in the node i where it is deployed will be as in Eq. (5).

UVMj,i(deployment) =
PVMj

PNodei
. (5)

If a VM is migrated into a given node and taking into account
Eq. (4), the forecasted CPU utilization from the source node need
to be scaled as depicted in Eq. (6) in order to estimate the CPU
utilization which will require in the destination node.

UVMj,destination =


PNodesource

PNodedestination


· UVMj,source (6)

5.2. Energy efficiency at infrastructure level for IaaS providers

From an IaaS perspective, the energy efficiency of the whole
infrastructure can be evaluated as the mean energy efficiency of
all the nodes comprising it, as depicted in Eq. (7).

Ef Infrastructure =


i
Ef Nodej

n
. (7)

Similarly, the forecasted infrastructure energy efficiencywill be
the mean forecasted energy efficiency of all the nodes comprising
it, as in Eq. (8).

Ef Infrastructure =


i

Ef Nodej
n

. (8)

5.3. Energy efficiency at VM level for IaaS providers

Following the definition of energy efficiency presented in
Section 5.1, the energy efficiency of a VMwhich is running in node
i can be expressed as in Eq. (9).

Ef VMj
=

UVMj,i
100 · PNodei

Ri ·
UVMj,i+

U0
n

U0+

i
UVMi

· PUE
. (9)

In this formula, the amount of useful work carried out by
a VM from an IaaS point of view corresponds to the fraction
(normalized UVMj,i ) of the maximum performance of the node
where it is running (PNodei ) consumed by this VM. In order to
determine the approximate power consumption incurred by the
VM, its proportional part of the total node power consumption
Ri is derived based on its CPU utilization, including overheads.
This proportional distribution with regards to the CPU utilization
is accomplished with the second term of the denominator of Eq.
(9). As in [26], a linear relationship between node real power
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consumption and node CPU utilization is assumed. Since Domain-
0’s CPU utilization is required to run all of the ni VMs being
executed in node i, it is considered as an overhead which is
uniformly distributed between them. Therefore, the real power
consumption of the VM corresponds to the first two terms of
the denominator of Eq. (9), which is in turn multiplied by the
datacenter’s PUE in order to determine the total amount of power
needed to run the VM in the provider’s premises.

As in Section 5.1, the forecasted VM energy efficiency can
be computed by estimating each of the variable parameters of
Eq. (9), resulting in Eq. (10). CPU utilizations can be extrapolated
using linear regression, while power consumption can be obtained
from an offline characterization of the node for a given total CPU
utilization. PNodei is inherent to the node and PUE is inherent to the
datacenter and thus remain constant.

Ef VMj
=

UVMj,i
100 · PNodeiRi ·
UVMj,i+

U0
nU0+


i
UVMi

· PUE

. (10)

5.4. Energy efficiency at service level for SaaS providers

A service is a set of components which interact in order
to provide a complete application to a client. Usually, these
components are encapsulated in the formof several VMswhich can
run in different hosts or even in different datacenters of different
IaaS providers.

A first approach to evaluate the energy efficiency of a given
service would be to evaluate the mean energy efficiency of all the
VMs (m) hosting it, as in Eq. (11).

Ef Servicek =


j∈Service

Ef VMj

mk
. (11)

Then, its forecasted value would simply be as in Eq. (12).

Ef Servicek =


j∈Service

Ef VMj

mk
. (12)

However, although this approach is useful for a IaaS provider
because it gives an idea of the computing power delivered to the
service by Watt consumed, it does not make so much sense from
a SaaS provider point of view. A SaaS is more interested in the
performance delivered by the application in terms of application
metrics like response time or throughput instead of the CUs
it can achieve. Therefore, in order for the SaaS to assess the
energy efficiency of a given application, it should know the power
consumed by the VMs comprising it, and then provide results
like throughput per Watt consumed, or session rate per Watt
consumed.

As commented before, some services might require the pres-
ence of certain certifications or the fulfillment of legal constraints
by the IaaS. In case any of these conditions is not fulfilled by an
IaaS, the energy efficiency value for that service in that specific IaaS
provider should be 0.

6. Managing energy efficiency in Cloud providers

The outcomes of the energy efficiency module described just
above are very useful during the Cloud provider’s operation and at
any phase of the service lifecycle. Those assessments are intended
to be consumed by decision-making policies used to manage
Cloud providers and services, which operate in accordance to the
energy and ecological requirements aswell as high-level objectives
(i.e. business-level objectives).
To exemplify the urgent need for a service framework like the
proposed herein, we list potential decision-making processes that
need such information to enact proper eco-aware IT management
actions:

1. Cloud software providers (SaaS) in multi-Cloud scenarios:
(a) When deploying services to third-party Cloud providers of

infrastructures, select the most ecological choice.
(b) Automatic undeployment and/or redeployment of services

in case of unsatisfactory eco-efficiency.
(c) Configure service management components to maximize

the eco-efficiency of services during their operation.
2. Cloud infrastructure providers (IaaS, PaaS) in private Cloud

scenarios:
(a) Admit or not the deployment of a new service in the private

Cloud infrastructure.
(b) Decide between local or external deployment of a new

set of VMs composing a service. In case of in-house
deployment, select themost eco-efficient placement of VMs
over available hosts.

(c) Efficiently manage the VM lifecycle with intelligent dimen-
sioning, consolidation.

(d) Reconfigure the initial placement of VMs to ensure maxi-
mum energy/eco-efficiency at any point in time.

(e) Manage physical servers, by turning them on/off depending
on the load handled by the provider.

(f) Assess recommendations for elasticity and fault tolerance
purposes, like deploying additional replicas of an already
running VM.

(g) Select the most efficient data placement and configuration
of a distributed data system in order to avoid the unneces-
sary data transfers.

(h) Configure VM management components with the aim to
maximize the energy/eco-efficiency of the provider’s oper-
ation.

As one can see, there is an extensive list of use cases for
eco-aware Cloud provider’s management, and associated with
disparate Cloud scenarios. Possible contradictions among those
diverse decision-making processes can be avoided by evenly con-
figuring the internal management components in Cloud providers.
There could be a wide range of them, like the admission controller
and the service/VM placement optimizer, which can also use en-
ergy efficiency assessments in their internal decision-making pro-
cesses. In this case they can be configured by a governing logic
entity in order to achieve a coordinated set of management actions
aiming at delivering energy-efficient and harmonized operation in
Cloud providers.

6.1. Energy-aware management of IaaS providers in private Cloud
scenarios

In this section we go into detail on how energy efficiency
assessments can be very useful for an IaaS Cloud provider
when managing its private infrastructure and service components
(VMs) running on top of it. This basically encloses the subset of
decisions and actions listed above that are flagged as useful for
Cloud infrastructure providers (item 2). As stated in the previous
section, the energy efficiency tool can provide assessments of
current and future energy efficiency, and at different levels within
private Clouds, i.e. each single VM, physical node, and the whole
infrastructure. They represent very significant inputs for energy-
aware management policies aimed to continuously improve the
provider’s energy efficiency.

IaaS providers can use several techniques to reduce the energy
consumption of a given infrastructure, such as power on/off nodes
dynamically or put them in stand-bymode, and consolidate several
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Table 3
Summary of parameters used in the optimization problem.

Symbol Meaning

H Set of physical nodes
n Total number of in-house physical nodes
hi ith physical node
VM Set of service components (VMs) running in the infrastructure
m Total number of VMs
vmj jth VM
S Subsets of elements j ∈ VM
sk kth subset of VMs
xki Decision variable indicating whether or not subset sk is operating

in node i
akj Variable indicating whether or not vmj belongs to subset sk
Ef nodeki Energy efficiency of node i if subset sk is operating there

VMs on the same node. However, all these energy-aware manage-
ment actuators have been used so far by considering only technical
(low-level) parameters like the energy consumption [29,30].More-
over, some works like [31,32] have proposed scheduling policies
that also take advantage of virtualization to minimize datacenter’s
power consumption. Those policies, and the energy-driven one
proposed herein, use the same aforementioned actuators. How-
ever, they are not aware of the profitability, i.e. useful computa-
tional work performed, obtained from this energy consumed. This
is actually what is considered by our policy, which aims to max-
imize the ratio between useful computing units and energy con-
sumed. Thus, our work focuses on a newway to solve the problem
of energy efficiency, deploy and run services, composed of a set
of service components, in a provider’s virtualized private Cloud. In
this regard, the energy efficiency assessment tool provides assess-
ments which encapsulate both IT-related and business-level facets
(e.g. ecological aspects). Among others, those assessments allow
management policies to assess the fulfillment or not of a desired
provider’s energy efficiency, as well as to efficiently manage the
lifecycle of VMs by reconfiguring their placement and dimension.

6.1.1. Optimization problem formulation
The problem of managing IaaS providers in private Cloud sce-

narios while considering energy efficiency can be expressed as an
optimization problem.Deployment, undeployment,migration, siz-
ing and consolidation of VMs, as well as turning on/off physical
servers are potentialmanagement actions to achieve this optimiza-
tion. These actuators allow the automated configuration of a set of
VMs running in a virtualized infrastructure. Note that actually they
represent the basis of a subset of decision-making processes listed
above.

Table 3 details the parameters used in the optimization prob-
lem. A finite set of nodes and service components (VMs) are con-
sidered, which are the entities to be managed by the management
policy. In addition, there is a decision variable that we seek to in-
stantiate via optimization.

The problem is formulated as follows:

Max Ef infrastructure = Max

n
i=1

2m
k=1

Ef nodeki · xki

n
(13)

Subject to:

∀i ∈ {1 · · · n}, ∀j ∈ {1 · · ·m},

∀k ∈ {1 · · · 2m
} : xki ∈ {0, 1}, akj ∈ {0, 1} (14)

∀j ∈ {1 · · ·m} :

n
i=1

2m
k=1

xki · akj = 1 (15)

∀i ∈ {1 · · · n} :

2m
k=1

xki = 1. (16)
Note that variables xki and akj can only have the value one or
zero (Eq. (14)), each VM must be deployed in one node (Eq. (15)),
and there can be only one subset k deployed per node (Eq. (16)).
The time complexity of this optimization problem is O(2m). Hence,
there is a need of heuristics or greedy algorithms in order to deal
with such complexity. For instance, one can limit the number of
VMmigrations in each iteration of the optimization, which greatly
reduces the total number of possible deployments (


i |D(hi)|).

However, this kind of heuristics is out of the scope of this paper.

6.1.2. Energy-aware management policy
This section sketches a management policy that uses energy

efficiency assessments and forecasts to enable an effective and
energy-aware management of a private Cloud infrastructure and
its entities. Our aim is to show a real case of a simple management
policy which bases its decisions on energy efficiency assessments
and forecasts. To that end, our policy deals with a simplification
of the described optimization problem. The goals of this policy are
(1) to adapt the number of operative hosts according to the load
handled by the provider (in terms of demand on resources) and
(2) to optimize the initial placement of VMs over those operating
hosts. It should be noted that this policy represents an example of
how two decision-making processes listed above at the beginning
of this Section 6, i.e. 2(b) and 2(e), can be greatly assisted by
energy efficiency assessments. Summing up, the policy proposed
– Algorithm 1 shows its pseudocode – copes with the first phase
of the lifecycle of VMs, i.e. their deployment. In this case, the time
complexity is O(n), where n is the total number of physical nodes,
which allows us to compute the best case.

Algorithm 1 Pseudocode of energy-aware policy.
Require: Energy efficiency assessment tool
Ensure: Energy-aware optimization of VMs placement and private Cloud dimension
if new VM to be deployed then

if Ef infrastructure >= EfMIN
infrastructure then

if Not available capacity for the new VM then
Turn on the node with better energy efficiency forecast

else if Spare infrastructure capacity then
Turn off nodes with worse current energy efficiency and redeploy VMs
running on them

end if
for all powered-on nodes do

Energy improvement = Forecast node energy efficiency - assess current node
energy efficiency

end for
Deploy VM in the node with higher improvement in its energy efficiency

else
Outsource VM to the more energy efficient external IaaS provider

end if
end if

As stated before, energy efficiency assessments, either current
or future, encapsulate several ecological aspects making them
transparent for management policies. In general, hosts providing
better energy efficiency are the ones selected to be turned on,while
those having aworse value are the best candidates to be turned off.
In a similar way, when the provider accepts the local deployment
of a newVM, the policy asks for energy efficiency forecasts relating
to the possible deployment of the VM in each host potentially
able to offer its resources requirements. In addition, it asks for the
current energy efficiency of those hosts in order to compute the
improvement in terms of host energy efficiency. The one with the
higher increase in its energy efficiency value is therefore selected.
Otherwise, if the provider decides not to deploy the incoming VM
in its infrastructure, the policy selects the most energy efficient
third-party IaaS provider to outsource the VM. The decision of
accepting or not a new VM is conditioned on whether the future
provider’s energy efficiencywill be higher than a desiredminimum
(Ef MIN

infrastructure). All in all, this straightforward policy ensures the
greatest possible utilization of operative hosts, which at the end
leads to improve the overall provider’s energy efficiency.
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Table 4
Experimental setup.

Hostname Optimis1 Optimis2 Optimis3 Optimis4
Processor name Intel Xeon E5630 Intel Xeon E5630 Intel Xeon E5520 Intel Xeon E5310
Count of processors 4 4 2 1
Cores per processor 4 4 4 4
Processor frequency 2.53 GHz 2.53 GHz 2.26 GHz 1.60 GHz
Memory 8956 MB 8962 MB 512 MB 1468 MB
Disk 999.6 GB 999.6 GB 999.6 GB 72.7 GB
Operating system CentOS 5.5 CentOS 5.5 CentOS 5.5 CentOS 5.6
Hypervisor 2.6.18–238.9.1.el5xen 2.6.18–238.9.1.el5xen 2.6.18–238.9.1.el5xen 2.6.18–238.9.1.el5xen
Table 5
VMs on optimis1.

Domain name Centos-optimis-IP TestECO
Count of VCPUs 1 16
Memory 1024 MB 256 MB
Operating system CentOS 5.6 Debian 5.0.4

7. Validation

7.1. Experimental setup

For the validation of our implementation, we created a virtual
environment based on four physical hosts and multiple VMs
running with the Xen virtualization hypervisor. Table 4 provides
a short description of the technical environment used to run the
monitoring solution and produce results commented farther down
in this section.

In order to capture monitoring data, the physical server named
optimis1 hosted two VMswhosemajor characteristics are listed in
Table 5.

Monitoring data relating to the energy consumption of optimis1
was collected for 24 h. The collected results, the performance eval-
uation as well as the energy efficiency assessment are discussed in
the following subsections.

7.2. Monitoring results

Fig. 5 provides an overview of some metrics monitored by
various collectors operating at the physical, energy, virtual and
service layers of the Cloud computing environment (not all metrics
are listed in order to preserve a reasonable table size). As already
explained in Section 4.1, several monitoring information collectors
gather monitoring data from the aforementioned layers. When
executed in the pull mode, each monitoring information collector
can do so at a time interval set as a parameter in a configuration
table of the monitoring database, and eventually inserts the
collected data into the monitoring database. The other collectors
running in the push mode also perform a similar task, the only
major difference being that the execution interval for the data
collection is not a parameter stored in any table of the monitoring
database. Therefore, the monitoring database environment plays a
rather passive role in this case, and cannot control the frequency of
data submitting. In otherwords, the submitting of data can happen
at any moment in the push mode.

The data listed in Fig. 5 is used by various clients of the
monitoring infrastructure running assessment processes dealing
for instance with the risk that one takes when deciding to deploy
a service within a VM running on a given physical node. For
instance, information regarding the history of hardware failures
or the frequency of reboots of a physical node within a given
time window can be of use for a tool running a risk assessment.
Such assessment processes regarding trust, risk, energy efficiency
and cost that are executed when choosing a Cloud infrastructure
provider form a prominent feature of the OPTIMIS project [33,21].
The same assessment processes can be also executed at runtime
Table 6
Response time of energy collector.

Number of requests Number of concurrent requests Response time (ms)

1 1 521.4
2 1 3027.398
2 2 944.3
6 1 14104
6 3 6395
6 6 3214.77

once the service has been deployed on a physical node of the
infrastructure provider and is now active, and those processes run
actually an overall evaluation of the infrastructure provider based
on the data they fetch on a regular basis from the monitoring
infrastructure.

In the specific case regarding the energy efficiency assessment,
metrics such as ‘‘real_power’’ (which measures in W the power
usage of physical nodes) and ‘‘virt-top_cpu’’ (which measures the
CPU usage in percent of each VM) play an important role in the
calculation of energy efficiency. In our experiment, we captured
the energy and VM CPU load consumption from the host optimis1
for a period of 24h. This particular physical nodehostedduring that
time twoVMs. In Fig. 6,we illustrate the evolution of the real power
in conjunctionwith the variation of the CPU load of the hostedVMs.
We can clearly notice – as expected – the relation between both
metrics.

In Fig. 7 we present the level of intrusiveness (in terms of
average CPU consumption during runtime) for each collector
of the monitoring infrastructure. The first collector (Service)
operates within the virtual environment and therefore the CPU
consumption measured refers to the VM that the module is
deployed in. We observe a small percentage of CPU consumption
which results in the desired small level of intrusiveness. The
rest collector modules (Virtual, Physical and Energy) are being
deployed on the physical host (e.g. Optimis1) from where they
capture the desired metrics. After four hours of operation we
measured the CPU usage of each collector and calculated the
average values. The captured CPU utilization was very small,
proving a high efficiency of the implementation and a minimum
impact on the underlying infrastructure. Even if the value for the
energy collectorwas higher comparing to the restmodules, still the
consumption is very low (around 0.4%) and therefore we succeed
in reducing the intrusiveness of the monitoring mechanism both
in the virtual and the physical infrastructure.

For the validation of our solutionwe also captured the response
time of the energy collector in different operation scenarios. The
monitoring service of the platform invokes the energy collector
in order to retrieve various energy metrics from different physical
hosts. Thus, it is important that the collectionmechanism operates
efficiently under a concurrent load of requests. To this end,
we performed an experiment with 1, 2, and 6 client requests
with various set-ups of concurrency (Table 6). Based on the
measurements, a single request takes approximately 0.5 s to be
processed and return energy related metrics. When increasing
the number of requests as well as the concurrency, we observe
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Fig. 5. Sample of monitoring data collected and inserted into the monitoring database.
Fig. 6. Evolution of real_power in optimis1 vs. CPU loads of VMs in optimis1.
Fig. 7. Level of intrusiveness of the monitoring collectors.

that the collection mechanism continues to perform efficiently
with the reception of parallel requests. Our solution will actually
perform 6 requests as many as the defined energy-related
parameters (cf. Table 1). As a result, the realistic performance of the
implemented monitoring system, in terms of energy parameters
collection, is around 3 s. By a first impression, one could say
that the performance is not sufficient for a monitoring system,
but if we consider that the specific parameters (real_power,
apparent_power, etc.) do not change so rapidly, the operation
time-frame of a few seconds allows the management components
to proceed in corrective actions in soft real-time manner.

7.3. Energy efficiency assessing and forecasting results

We measure the computing capacity of the nodes PNode using
the UnixBench’s [34] ‘‘Double-Precision Whetstone’’ benchmark,
which measures the speed and efficiency of floating-point
operations by measuring integer and floating-point arithmetic.
The result of this benchmark is in MWIPS (Millions of Whetstone
Instructions Per Second), but a normalized value provided by
UnixBench is used in this paper. The normalization is done with
respect to those MWIPS performed by a SPARCstation 20–61 with
128 MB RAM, a SPARC Storage Array, and Solaris 2.3.



2088 G. Katsaros et al. / Future Generation Computer Systems 29 (2013) 2077–2091
Table 7
UnixBench’s [34] ‘‘Double-Precision Whetstone’’ results.

Hostname Optimis1 Optimis2 Optimis3 Optimis4

Processor name Intel Xeon
E5630

Intel Xeon
E5630

Intel Xeon
E5520

Intel Xeon
E5310

Count of processors 4 4 2 1
Cores per processor 4 4 4 4
Processor frequency 2.53 GHz 2.53 GHz 2.26 GHz 1.60 GHz

MWIPS (round 1) 7198.2 7180.8 3379.7 1287.2
MWIPS (round 2) 7178.7 7133.6 3394.3 1287.6
MWIPS (round 3) 7194.6 7113.7 3415.7 1283.5

MWIPS (mean) 7190.5 7142.7 3396.6 1286.1

Table 8
VMs deployed to stress the system.

Domain name TestECO TestECO2 TestECO3 TestECO4

Hosting node Optimis1 Optimis2 Optimis3 Optimis4
Count of VCPUs 16 16 8 4
Memory 256 MB 256 MB 256 MB 256 MB
Operating system Debian5.0.4 Debian5.0.4 Debian5.0.4 Debian 5.0.4

This test was run three times in all the cores of each node, ex-
ecuting one copy of the Whetstone test in each core concurrently.
The obtained results (normalized with respect to a SPARCstation)
as well as the computed mean values for each server are shown
in Table 7. It can be observed that the obtained results are almost
invariant and therefore reliable. Moreover, they are coherent with
each node’s hardware configuration.

In order to obtain variable energy efficiency assessments in the
different nodes, four VMs were created, one in each node, with the
characteristics described in Table 8. These VMs executed a script
which made use of the stress workload generator [35] to increase
the VM’s CPU utilization from 0% to 100% in steps of 100

VCPU number .
Therefore, 16 different CPU utilizations were incurred in TestECO,
16 in TestECO2, 8 in TestECO3 and 4 in TestECO4. Consequently, the
same amount of CPU utilization steps were observed in its hosting
nodes.

These variable workloads allowed us to perform multiple real
power measurements for different CPU utilizations for all the
nodes. As in [28], the obtained results, shown in Fig. 8, confirm
that the power consumed by a node follows a linear tendency with
respect to its CPU utilization. Nevertheless, it can be observed that
in all of them there is a small variability (higher in optimis3) of the
power consumed for a given CPU load. This is due to the power
consumption of other components, like memory, network devices
or hard disks, as described in [19]. However, the obtained linear
model is precise enough for our objectives, sincewewill be dealing
with CPU utilizations not close to 0% when trying to decide which
is the best node to place a VM. With these results we were able to
build a power model for each node of the formR = a · UCPUi + b,
whichwas used to estimate future power consumptions for a given
CPU load.

After these node characterizations were made, energy effi-
ciency assessments and forecasts were obtained for all the nodes.
In particular, Fig. 9 shows the energy efficiency assessments and
their predicted values from 5:00 to 7:46 of March 29th 2012 for
node optimis1, with a PUE value of two. Efficiency assessments
were performed every 2.5 min. At the same time, the forecasted
value for the next assessment is computed and shown in the fig-
ure at its corresponding future time. CPU utilization was varied
as explained previously. CPU utilization forecasts were performed
for all the VMs running in the node, as well as for the Domain-0.
These forecasts were obtained by extrapolation, using a linear re-
gression from the last three energy efficiency assessments. The fig-
ure shows that the system correctly forecasts the energy efficiency
values within a tolerable error margin.
Table 9
UnixBench’s [34] ‘‘Double-Precision Whetstone’’ results
for node atom01.

Hostname Atom01

Processor name Intel atom 330
Count of processors 4
Cores per processor 2
Processor frequency 1.60 GHz

MWIPS (round 1) 409.1
MWIPS (round 2) 409.7
MWIPS (round 3) 409.3

MWIPS (mean) 409.4

Finally we aimed to evaluate which server would provide the
best energy efficiency values for a given workload, expressed in
Computing Units required to run it. In addition to the servers
presented in the beginning of this section, an additional node
was used in order to be able to compare between the different
architectures other than Intel Xeon. A low-power consuming
Atom node whose characteristics can be found in Table 9 was
chosen. It was stressed at different CPU utilization levels using
Stress, as described before and its energy efficiency values were
collected for such utilizations. The obtained results comparing
the different nodes’ energy efficiency for a given workload are
presented in Fig. 10. It can be observed that all the nodes of the
datacenter provide a similar energy efficiency for a givenworkload.
Nevertheless, the Atom node clearly shows a better efficiency for a
givenworkload. This result suggests that some non-computational
intensive jobs could be assigned to these kind of nodes in order to
obtain a better energy efficiency value and therefore reduce the
amount of energy consumed while still offering a good service.

7.4. Energy efficiency management results

With the aim to exemplify the applicability of the energy-driven
management policy (ED) previously explained in Section 6.1.2, we
now consider an IaaS provider with a private Cloud composed by
forty physical nodes, ten of each type previously detailed in Table 4.
In particular we are going to evaluate the infrastructure energy
efficiency maximization achieved by this policy (ED) with respect
to a profit-driven one (PD). The latter’s decision-making process
is mainly guided by operational costs, such as those incurred by
energy consumed. Upon the reception of a new service to be
deployed, this policy assesses the overall cost of all deployment
options, including those leading to outsource the operation of such
service. The same kind of assessment is done if the policy detects
that some nodes needs to be turned on or off. In the end, nodes
representing greater savings are the ones selected to host the VMs.

A total of 617 VMs running transactional applications were
deployed during the experiment time (a week): 285 lasting one
week and 332 lasting half a day arriving at different times
because of elasticity purposes at peak demand periods. The
workload used was obtained from an anonymous European ISP
(collected during 2009), which is composed by requests to several
Web-based services. We simulated the workload of one week,
thus representing the typical time-varying users demand over
this period. The VMs can be classified in three different types,
according to the computing capacity they require. In particular, we
consider Gold, Silver, and Bronze, which require 500, 400, and 300
Computing Units (CUs), respectively.

Table 10 shows the provider’s infrastructure energy efficiency
achieved by energy-driven (ED) and profit-driven (PD) policies. As
stated before, the energy-driven policy is aware of a minimum in-
frastructure energy efficiency to be insured. In this experimenta-
tion, the variable Ef MIN

infrastructure is equal to 20 CU/W. As can be seen
in the results, this factmakes the energy-driven policy to outsource
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Fig. 8. Real power consumption incurred by variable CPU utilizations.
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Fig. 9. Energy efficiency assessments and forecasted values for optimis1.

some VMs to external providers (from the 108th hour). The reason
is that the infrastructure’s energy efficiency would be below the
minimum value that has been set (20 CU/W) if additional physi-
cal hosts with low utilization are turned on. This actually happens
with the profit-driven policy, which prefers to turn on some nodes
and deploy VMs there because the cost doing so is less than the
one to be paid if outsourcing to external IaaS providers. In general,
the ED policy chooses the VM allocation that satisfies its CUs re-
quirements and implies the higher energy efficiency value, while
the PD one also ensures VMs’ CU requirements but seeks for the
best option with regard to economic metrics.

In terms of online and offline nodes, it is clear that the ED policy
uses only half nodes of the private Cloud, while the PD also turns
on some ‘optimis3’ servers in order to meet users’ time-varying
demand. Moreover, it should be noted that both policies fill nodes
in a backfilling manner. This way of VMs deployment leads to
Fig. 10. Energy efficiency obtained by the nodes for a given workload.

both achieve better energy efficiency and save costs. All in all, the
provider achieves an average infrastructure energy efficiency of
24.43 CU/W and 27.79 CU/W when using the profit-driven (PD)
and energy-driven policy (ED), respectively. This represents an
increase of provider’s infrastructure energy efficiency of roughly
14%, which let us to confirm the advantages of using the ecological
framework presented herein in order to maximize the provider’s
overall energy efficiency.

Note that there are not similar research contributions which
explicitly evaluate the energy efficiency as it is considered in this
publication, i.e. useful computational power delivered per energy
consumed. However, Goiri et al. [36] present some scheduling
policies that also take advantage of virtualization to consolidate
multiple heterogeneous workloads and save power by turning off
unused nodes. They demonstrate the suitability of those policies in
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Table 10
Provider’s infrastructure energy efficiency achieved by profit- and energy-driven policies.

Time slot (h) 0 12 24 36 48 60 72 84 96 108 120 132 144 156

VMs running 285 305 285 305 285 305 285 305 305 330 327 335 330 335
Gold VMs 170 170 170 170 170 170 170 170 170 170 170 170 170 170
Silver VMs 115 115 115 115 115 115 115 115 115 115 115 115 115 115
Bronze VMs 0 20 0 20 0 20 0 20 20 45 42 50 45 50
CUs required 131000 137000 131000 137000 131000 137000 131000 137000 137000 144500 143600 146000 144500 146000
Local VMs (PD) 285 305 285 305 285 305 285 305 305 330 328 335 330 335
Local VMs (ED) 285 305 285 305 285 305 285 305 305 326 326 326 326 326
OutsourcedVMs (PD) 0 0 0 0 0 0 0 0 0 0 0 0 0 0
OutsourcedVMs (ED) 0 0 0 0 0 0 0 0 0 4 1 9 4 9
Ef optimis1 29.81 29.81 29.81 29.81 29.81 29.81 29.81 29.81 29.81 29.81 29.81 29.81 29.81 29.81
Ef optimis2 23.19 25.55 23.19 25.55 23.19 25.55 23.19 25.55 25.55 28.03 28.03 28.03 28.03 28.03
Ef optimis3 (PD) – – – – – – – – – 0.55 0.13 1.27 0.55 1.27
Ef optimis3 (ED) – – – – – – – – – – – – – –
Ef optimis4 – – – – – – – – – – – – – –
Ef infrastructure (PD) 26.50 27.68 26.50 27.68 26.50 27.68 26.50 27.68 27.68 19.47 19.32 19.70 19.47 19.70
Ef infrastructure (ED) 26.50 27.68 26.50 27.68 26.50 27.68 26.50 27.68 27.68 28.92 28.92 28.92 28.92 28.92
order to maximize the profit of IaaS providers, while minimizing
the energy consumption of the infrastructure. They also present
the fulfillment of SLAs achieved by those policies. In this regard,
the authors could define the energy efficiency as the ratio between
fulfilled SLAs and power consumed to achieve those fulfillments.
Then, the usefulness and efficiency of the energy consumed would
be assessed.

8. Conclusion and future work

In this paper we presented a service framework for achieving
multi-source monitoring in Cloud environment. The proposed
solution allows the collection of metrics from the physical and
the virtual infrastructure as well as the services executed within
the virtual environment and energy-related parameters. What is
more, the main focus of the presented work is the assessment
of the energy efficiency of the Cloud entities. To this end, we
elaborate on the methodology of the collection of the energy
consumption metrics which are used as input for the energy
assessment component. We also presented and analyzed a model
for calculating not only the current energy efficiency of the
infrastructure (physical and virtual) but also its forecasted value
based on the behavior of the entities. Based on those values
we formulate an energy-aware management policy towards an
optimizedVMplacement depending on the energy efficiency of the
infrastructure.

Through the validation of the implemented solution against an
experimental testbed we extracted several valuable conclusions.
As far as the monitoring process concerns, the benchmarking of
the framework depicted an efficient operation both in terms of
system intrusiveness as well as response time of the collection
mechanism. All four collectors performed effectively the gathering
of information and the interaction with the Monitoring Service of
the platform. In our future steps, is the optimization of information
storage by investigating distributed storage technologies rather
than local SQL databases. Our energy assessment module assumed
a linear model for the real power consumed with respect to the
CPU utilization. Despite being sufficient for our experiments, we
aim to consider other aspects which affect power consumption
in order to increase our accuracy, like memory, network, or hard
disk devices. We also observed that linear regression predictions
provided a good approximation of the future CPU utilizations
incurred by the VMs of a particular host. However, some error
was present in the energy efficiency forecasts. In order to solve
this, better prediction approaches could be taken, like using time
series forecasting methods. This paper presented our approach
to assess the energy efficiency of different entities. In our future
work, we will deal with the calculation of the ecological efficiency.
Moreover, we presented, as an example of eco-awaremanagement
in Cloud providers, an energy-driven policy aimed tomaximize the
energy efficiency of a private Cloud. It used assessments provided
by the framework as inputs to its decision-making process. This
policy achieved amaximization of provider’s infrastructure energy
efficiency of 14%with regard to the one achieved by a profit-driven
policy.
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