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Abstract

By converting thread-level parallelism to instruc-
tion level parallelism, Simultaneous Multithreaded (SMT)
processors are emerging as effective ways to utilize the re-
sources of modern superscalar architectures. However, the
full potential of SMT has not yet been reached as most mod-
ern operating systems use existing single-thread or
multiprocessor algorithms to schedule threads, neglect-
ing contention for resources between threads. To date,
even the best SMT scheduling algorithms simply try to
group threads for co-residency based on each thread’s ex-
pected resource utilization but do not take into account
variance in thread behavior. As such, we introduce archi-
tectural support that enables new thread scheduling al-
gorithms to group threads for co-residency based on
fine-grain memory system activity information. The pro-
posed memory monitoring framework centers on the
concept of a cache activity vector, which exposes run-
time cache resource information to the operating system
to improve job scheduling. Using this scheduling tech-
nique, we experimentally evaluate the overall performance
improvement of workloads on an SMT machine com-
pared against the most recent Linux job scheduler. This
work is first motivated with experiments in a simulated en-
vironment, then validated on a Hyperthreading-enabled
Intel Pentium-4 Xeon microprocessor running a modi-
fied version of the latest Linux Kernel.

1. Introduction

Simultaneous Multithreading (SMT) [9, 22, 23, 3] has
emerged as a leading architecture model to achieve high
performance in scientific and commercial workloads. By
improving the utilization of architecture resources, SMT
architectures maximize on-chip parallelism by converting
thread-level parallelism (TLP) to instruction-level paral-
lelism (ILP) [14]. During periods when individual threads

might otherwise stall and disable the efficiency of a large
devoted single-threaded processor, SMT improves execu-
tion throughput by maintaining on-chip parallelism. Al-
though an SMT machine can compensate for periods of
low ILP due to cache miss delays by exploiting TLP be-
tween applications, there are severe limitations to scaling
future SMT designs by simply maximizing the number of
active threads. Likewise, current operating system schedul-
ing techniques and traditional hardware approaches cannot
sufficiently improve the interaction of threads in the pres-
ence of the widening gap between processor and memory
latencies. For instance, although current SMT techniques
such as Intel’s Hyperthreading [6] have shown improve-
ments in throughput, studies [4] have shown that contention
for cache resources in SMT designs can have equally nega-
tive effects on application performance.

To date most SMT thread management strategies have
been static and software-oriented, greatly limiting the ex-
pected performance and application space of multithreaded
architectures. Three general domains of thread optimiza-
tion have been proposed: operating system thread schedul-
ing [19, 15], dedicated architecture techniques [21, 1], and
cooperative compilation techniques [10]. These techniques
have largely been directed by using prior knowledge of
program execution behavior. For instance, thread symbio-
sis [19], which is the characteristic that threads may ex-
cel together in a simultaneous multithreading environment,
has largely been evaluated using informed scheduling tech-
niques based on prior knowledge of thread interaction. Even
with profile-based scheduling decisions, such approaches
have a limited ability to adapt to the wide variations in en-
gineering and commercial workloads and the corresponding
impact on modern memory systems.

In order to increase the cache system effective-
ness for simultaneously multithreaded architectures, we
investigate methods ofrun-time guided thread manage-
ment, in which thread ‘symbiosis’ is accurately esti-
mated by exposing novel architecture performance mon-
itoring features to the operating system job scheduler.



Our scheme seeks to aid thread scheduling by gather-
ing run-time cache use and miss patterns for each active
hardware thread. We introduce the concept of anactiv-
ity vector, which is a collection of event counters for
a set of contiguous cache blocks. In addition, this pa-
per presents techniques for predicting thread ‘symbio-
sis’ used for co-scheduling applications. Overall, we
show that the use of activity vectors for thread schedul-
ing in real simultaneously multithreaded systems improves
the performance by roughly 5% over current schedul-
ing techniques. The improvements are due to increased
cache hit rates which result from a corresponding reduc-
tion in inter-thread cache contention.

The remainder of this paper is organized as follows. Sec-
tion 2 provides an empirical analysis of thread conflicts and
cache contention in simultaneous multithreading machines
and the motivation behind our proposed approach. Related
work is discussed in Section 3. Next, Section 4 presents an
overview of the architectural support for enhancing thread
symbiosis in simultaneous multithreaded architectures. The
effectiveness of the proposed approach in improving perfor-
mance and exploiting cache resource efficiency in an SMT
architecture is presented in Section 5. Finally, the paper is
summarized in Section 6.

2. Motivation

2.1. SMT contention on memory resources

Unlike intra-thread conflicts, inter-thread conflicts
in SMT are typically non-repeatable and thus diffi-
cult to predict [10]. As such, eliminating inter-thread
conflict penalties requires fundamentally different tech-
niques than those that work on single-thread applica-
tions. Figure 1 shows the second level cache miss rates for
pairs of SPEC 2000 benchmarks that were run on a sim-
ulated SMT architecture. In addition to the net miss
rate, the cause of the cache misses are reported for
each job pair. The job pair 164.gzip164.gzip for exam-
ple, has a 34% miss rate where 25% of these misses are
due to inter-thread conflicts. On average, inter-thread con-
flict misses account for more than 30% of the overall
misses.

2.2. Multithreading cache behavior

To understand the inefficiencies of current cache hierar-
chies in relation to SMT architectures, it is necessary to ex-
amine the run-time behavior of simultaneous threads. Often,
program behavior varies over time, meaning that an appli-
cation may oscillate between phases of high and low mem-
ory system demand. A high-level approach to co-scheduling
jobs would be to pair memory intensive jobs with those that
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Figure 1. SMT cache contention.

have low memory demands. This approach however offers
no solution for job mixes that have similar memory sys-
tem demands. We propose a fine-grain approach to analyz-
ing the cache activity of each running job, which is used to
guide the operating system job scheduling software for any
type of application mix. In this model, the cache is viewed
as a series of contiguous groups of sets calledSuper Sets.
The number of accesses to each Super Set is recorded in
hardware in order to identify the cache regions which are
used most frequently by a given application. The operating
system scheduler uses this information to select job pairs
that have as few as possible potentially conflicting cache re-
gions.

The tracking of cache region activity is illustrated in Fig-
ure 2, through a set of heat maps which shows the tem-
poral data cache activity of four SPEC 2000 benchmarks.
The x-axis of each graph is the time measured in samples
of five million clock cycles. Along the y-axis is cache posi-
tion, based upon the super set number. The color of each su-
per set indicates cache activity, dark shades represents very
low usage and light shades very high. These maps demon-
strate that program behavior in the cache changes not only
temporally, but also spatially with some regions hosting the
majority of overall cache activity. For instance,164.gzipand
253.perlbmkboth have very active bands (groups of super
sets) with very high access activity relative to the average
super set activity at a given time interval. Similar behavior is
demonstrated when tracking the number of incident misses
occurring within each cache super set. Together both the
active super set accesses and misses indicate a high proba-
bility of inter-thread conflicts, since the individual threads
have high resource demands at the associated super set lo-
cation. As such, we believe the ability to track and predict
which cache regions will be active by each thread is impor-
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Figure 2. Activity maps of the level-1 data
cache for 4 SPEC2000 benchmarks.

tant for minimizing inter-thread conflicts, and thus improv-
ing SMT throughput performance.

2.3. Activity vectors as performance indicators

Recognizing and predicting fine grained cache behavior
is only worthwhile if it correlates with performance. The
SMT simulator described in Section 4.1 was used to test
this correlation as a means for motivating the operating sys-
tem scheduling techniques proposed in this paper. Starting
with nine SPEC 2000 benchmark applications, all forty-five
possible pair-wise combinations were run in the absence of
operating system level scheduling or thread switching poli-
cies. These workloads were simulated for one billion in-
structions and both the IPC and the activity vectors for each
job were recorded at intervals of 5 million cycles. Figure 3
shows the results of these simulations where IPC was plot-
ted against a number of intersecting bits (both executing
threads with high activity in a given super set) in each of the
caches and for miss and activity. For each test, a line was fit
to the data. The pairings exhibited four general behaviors,
as shown in Figure 3. The simulations demonstrate the cor-
relation between achieving higher IPC when finding fewer
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Figure 3. Four types of correlation plot.

high activity intersections. We make the distinction between
weak and strong positive correlation (with 17 and 16 mem-
bers in each category respectively, and the remainder with
weak negative or zero correlation) by assessing when the
correlation coefficient,r2, crosses above0.5. It can be con-
cluded from this data that as interference between vectors
increases, performance, measured by IPC, decreases.

Activity Vector Average Average
Slope Correlation (r2)

D-cache use 0.109 0.326
D-cache miss -0.023 0.142
I-cache use 0.085 0.395
I-cache miss 0.007 0.177
L2-cache use -0.022 0.143
L2-cache miss -0.151 0.331

Table 1. Correlation of activity vector inter-
sect to IPC.

The slope (IPC v. active intersection of supersets) and
correlation factor of Figure 3 were averaged over all 45



tests and the results are shown in Table 1. In this table, a
large negative slope is desirable. That is, the more inter-
secting bits in the activity vectors, the lower the resulting
IPC performance. The table reveals that the L2 cache has
the steepest slope, which is expected, because the overlap
in the activity vectors would lead to an increase in second
level cache misses. Thus, a reduction in the number of sec-
ond level inter-thread conflict misses should limit the over-
all off-chip memory latency. This relation between second
level conflict misses and performance is supported in the lit-
erature by [5].

2.4. Cache activity predictability

For a processor to leverage run-time cache activity in-
formation, it needs a mechanism for recording past cache
activity so that it can predict future activity. A number of
prediction methods were analyzed in order to provide in-
sight into the potential success rate of a cache activity based
job scheduler. Table 2.4 presents the results obtained by us-
ing the activity from the previous time interval to predict
the activity of the next interval. The results for the instruc-
tion, data, and second level caches indicate that by simply
predicting that the activity for the next sample will be the
same as the previous sample, an accuracy between 82% and
95% can be achieved. Although a more sophisticated pre-
diction algorithm could have been used for this study, such
as phase based prediction schemes proposed in [17, 18], the
accuracy of a single phase model is quite good consider-
ing the lack of algorithm complexity. The predictability of
fine-grained cache behavior is further explored in [8].

Activity Vector Use Predictability Miss Predictability

D-cache 82.3% 93.6%
I-cache 94.9% 90.3%
L2-cache 93.8% 94.6%

Table 2. Predictability of activity vector bits,
100 million cycle samples.

3. Related work

There have been numerous studies focused on improv-
ing the throughput performance of simultaneous mul-
tithreading processors. The techniques for solving this
class of problems is covered by a range of disciplines, in-
cluding: microarchitecture level solutions, operating sys-
tem thread scheduling, and compiler level optimizations.
The SMT architecture was introduced by Tullsen et al.
in [23] as a means for improving the utilization of wide is-
sue super-scalar processors. By allowing the processor

to execute instructions from independent software con-
texts at the same cycle, periods of low instruction level
parallelism (ILP) were offset by the thread level paral-
lelism (TLP) provided by the other contexts. Although this
thread model has proved to improve the throughput per-
formance of multi-job workloads, performance bottlenecks
related to the shared hardware resources on these proces-
sors have placed limitations on their efficiency. In particu-
lar, the shared cache hierarchy, and the instruction fetch and
issue logic have emerged as components that require spe-
cial attention in an SMT environment.

In [21], Tullsen et al. studied instruction fetch and issue
techniques at the microarchitectural level that provided the
best processor utilization for a set of jobs on an SMT pro-
cessor. The ‘ican’ issue policy was introduced as a method
for assigning fetch and issue priorities to the hardware con-
texts resident on the machine. Lo et al. examined additional
techniques for maximizing instruction throughput in [13].
Hily and Seznec demonstrated in [4] that the performance of
multithreaded systems was limited by the cache hierarchy,
in particular, the increase in bus contention introduced by
the additional memory requests in an SMT machine model.
This observation inspired later studies that focused on im-
proving the latency tolerance of SMT architectures,

In response to the importance of resource contention be-
tween threads associated with the cache hierarchy, there
have been a number of operating system level solutions to
solving this problem. Jack Lo et al. demonstrated in [11]
that database applications which suffered from inter-thread
conflict misses could be improved significantly by using the
operating system to change the way virtual memory pages
were mapped to their physical counterparts. This approach
made it less likely that data belonging to different thread
contexts would map to the same cache sets, thus reducing
the amount of inter-thread conflict misses. Symbiotic job
scheduling [19] was introduced by Snavely and Tullsen as
a method to improve performance by making the operat-
ing system co-schedule threads that were likely to ‘behave’
well with one another. While this technique exposed the po-
tential headroom for using the operating system to advance
SMT performance, it did not reflect closely enough the run-
time environment of a real operating system job scheduler.
Parekh, Eggers, and Levy proposed exposing microarchi-
tectural level performance information to the operating sys-
tem job scheduler in [15]. This work showed IPC improve-
ments on the order of 10%, in a simulated operating system
environment.

Studies of the impact of compiler optimizations on SMT
performance [12] show specific cases where an SMT pro-
cessor can benefit from changing the compiler optimiza-
tion strategy. In particular, they showed that cyclic iteration
scheduling is more appropriate for an SMT processor be-
cause of its ability to reduce the TLB footprint. In addi-



tion, the work showed that software speculative execution
can be detrimental to SMT systems, because it decreases
useful instruction throughput. According to [12], although
the latency-hiding benefits of software speculation may be
needed less on an SMT, the additional instruction overhead
introduced by incorrect speculation might severely degrade
performance.

Kumar et al [10] examine instruction cache aware com-
pilation for SMT using weighted call-graph layout tech-
niques to balance the placement of procedures across the
shared instruction cache. This work presented optimization
techniques that can be applied to multiple programs com-
piled at the same time in anticipation of being co-scheduled
on an SMT processor. The best compilation technique re-
sults in an average 11% performance improvement in the in-
struction cache performance when attempting to eliminate
inter-thread cache conflicts. In the case where the compiler
has access to only one of the co-active threads, improve-
ments were limited. Overall, this illustrates the potential of
compilation techniques to aid SMT effectiveness, but indi-
cates compilers do not have influence over run-time behav-
ior.

In [20], the overall cache demands of threads is pre-
dicted using fine grained cache monitoring. By tracking
which cache lines and and sets are most recently used and
how often they are used, they can track overall cache de-
mand for each thread. Threads are allocated a different num-
ber of sets within the cache based on predicted hit rates, and
scheduled based on a greedy static assignment. Our work
differs in that we allow adjustment to accommodate dif-
ferent program phases, and do not explicitly forbid inter-
thread conflict by partitioning the cache. Rather, we attempt
to schedule around predicted areas of conflict.

4. Experimental approach

4.1. Simulator details

Resource Configuration Associativity Latency

Branch Predictor counter - -
Issue Width 8way - -
SMT contexts 2 - -
D-cache 32K 4way 1 cycle
I-cache 32K 4way 1 cycle
L2-cache 512K 8way 12 cycle
Memory - - 300 cycle

Table 3. Xsim configuration.

Before implementing activity based scheduling on a real
system, the concept was validated on an SMT simulator
called Xsim. Xsim is a cycle accurate simulator derived

from IMPACT LSIM, originally developed at the Univer-
sity of Illinois [2]. It was modified to support SMT in ad-
dition to the activity vectors and operating system schedul-
ing algorithms described in this paper. In addition to be-
ing highly configurable, it runs executable code generated
by the IMPACT C compiler. The processor model configu-
ration used in this study is shown in Table 3. The follow-
ing sub-sections detail the experiments and the associated
Xsim features which provide the testing infrastructure.

4.2. Hardware support: activity vectors

Activity vectors were modeled in Xsim as bit vectors to
approximate the registers required in an actual hardware im-
plementation. Figure 4 illustrates the hardware structures
required for activity vector support. Each hardware context
has an associated group of registers orActivity Counters.
The number of counters is equal to the number of cache su-
per sets, which are described in Section 2.2. The low or-
der bits of the cache set component of a memory address
are used to index the activity counter associated with each
cache super set. In addition to the activity counters, each
hardware context has two activity vector registers that are
visible to the operating system software. Each bit in the ac-
tivity vectors correspond to a super set index number. The
activity counters are used to record both the number of ac-
cesses and misses which occur for a given super set. When
the count exceeds a threshold value, a bit in the appropri-
ate use or miss activity vector is set. In Figure 4T0 is the
miss vector associated with hardware context 0. To mea-
sure the overlap in cache activity between two hardware
threads, a logical AND of the vectors for each context is per-
formed, the resultant vector identifies the cache super sets
which both threads consistently address. This hardware is
further explored in [7].

4.3. Hardware assisted job scheduling algorithm

The scheduling algorithm included in Xsim is based
loosely on the Linux scoring system. Each thread in the run
queue is given a score based on a number of factors, and the
threads with the lowest scores are scheduled first. The ma-
jor difference between this implementation and Linux lies
in the determination of the scores. In Linux, the score is set
only by a user and OS defined priority, and incremented as
the thread ages. Under this mechanism older threads end up
with a higher score, and hence a lower priority, which de-
creases the response time of shorter jobs. Our model dif-
fers by adding more factors to the scoring process. Some
examples of these elements include the number of interfer-
ing bits in the activity vectors and information from perfor-
mance counters such as cache misses and number of oper-
ations retired. For fairness, the number of samples that the
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Figure 4. Illustrating the basic construction
of activity vectors.

thread has previously been resident in the processor is also
included. Additionally, each element is assigned a weight
by which it is scaled before contributing to the final score.
The overall scheduling score is simply the sum of the prod-
ucts of the various factor scores and their weights, as shown
in Figure 4.3. Flexibility of the model is achieved by sim-
ply adjusting the weights.

S =
∑

(wi ∗ si)
S = Switching Score

wi = factor weight
si = factor score

(Example Factors: L2 activity vector intersects, total flops)

Figure 5. Calculation of the scheduling score.

The thread scheduler has three phases. First, it removes
all completed threads. Next, if no threads have completed,
it determines which running thread has the greatest number
of samples resident. This thread will be switched out un-
less its switching score is lower than or equal to the scores
of all of its potential replacements. After determining which
thread or threads are candidates for removal, each potential
eviction as well as all pending threads are given a switch-
ing score. This score is based upon the number of samples
the threads have already run, various hardware performance
counters, and the activity vector interference. Two steps are

needed to determine this interference. First, the activity vec-
tor is predicted for each active thread, then a logical AND of
this vector is performed against the predicted activity vec-
tors of each job in the run queue. This is illustrated in Fig-
ure 6. The figure is simplified in that the switching score is
determined solely by the predicted interference in one activ-
ity vector rather than the sum of several factors. In the fig-
ure, it has been determined that thread zero will retain one
of the active thread contexts. As such, each of the other three
threads is compared against thread zero’s predicted activity
vector. Since thread two has the fewest conflicting activity
vector bits, it is chosen to be scheduled for the next schedul-
ing sample. If the lowest scoring non-resident thread has a
lower switching score than the thread marked as the candi-
date for removal, the two threads are switched.
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Figure 6. Illustration of the simplified
scheduling algorithm.

Three main simplifications are made in our scheduler.
First, no accounting is made for scheduling overhead and
OS behavior as was studied in [16]. The next is that there
are no interrupts in the system and all threads are kicked
off at the same time. This abstracts away a good deal of the
complexity of the problem as the number of threads stays
constant (except when a thread finishes) and scheduling de-
cisions only have to be made on sample boundaries. This
may be necessary, however, as it allows for highly repeat-
able experiments. The final simplification is that thread pri-
ority can not be assigned by a user. All simulated jobs are
set to have equal priority on the system.

4.3.1. Linux scheduler implementationThe Linux
scheduler from kernel version 2.6.0 was modified to sup-
port activity vector based scheduling and was run on an
Intel Pentium 4 Xeon processor with hyperthreading en-
abled. This processor has two contexts, or virtual CPUs,
that share the cache hierarchy, data registers, and func-



tional units. The default Linux scheduler runs a symmet-
ric multiprocessing (SMP) scheduling algorithm on each
virtual processor to select the next job to run. This algo-
rithm was adjusted to include activity vector information
in the job selection criteria. Rather than treat the activ-
ity vector information as a score in the scheduling prior-
ity algorithm, the default scheduler is first used to select the
best job to run. Then, it queries the activity vector sched-
uler to search for a job that is expected to have fewer
resource conflicts with the job running on the other vir-
tual processor. If the activity scheduler can not iden-
tify a better job, then the default job is allowed to
run. Since the Pentium processor used in these experi-
ments can not be modified, activity vector support was
modeled in software. The details of which are described be-
low.

In order to expose cache activity information to the op-
erating system each benchmark application is profiled, dur-
ing which time the activity vectors are generated. The Intel
Pentium 4 Xeon processor does not provide a mechanism
for collecting cache miss statistics on a per line granularity.
Thus, in order to approximate the actual memory behavior
of a given job, each benchmark application is run under the
Valgrind memory simulator. Valgrind provides a model of
the actual cache hierarchy of the host machine along with
a record of runtime program information, such as the in-
struction count. This simulation stage is used to record all
memory requests and misses associated with a given cache
super set. The access and miss counts for each super set
are recorded in software activity counters every program
phase interval of 50 million instructions. As described in
Section 4.2, a bit is set in the activity vector if the corre-
sponding counter exceeds a threshold value. The resulting
activity vectors for each cache level are written to a text file
in ASCII format. These vectors are later passed to the op-
erating system kernel memory space, where they are refer-
enced by the job scheduling algorithm.

4.3.2. Algorithm details Algorithm 1 is a pseudo code
representation of the activity based scheduling module and
its interface to the kernel scheduling software. The schedul-
ing module is a tool that provides a user level interface to
the kernel scheduler, which can be used for both collection
of statistics, and the activation of the scheduling algorithms
discussed in this paper. The module was designed so that it
could be recompiled and run without rebuilding the Linux
kernel. To achieve this goal, the module exports 2 functions
to the Linux schedule() function. At runtime, the sched-
uler queries these functions in order to select which job
to activate at each schedule invocation. The first function
th samplecachevector(), shown in Algorithm 2, is used to
sample hardware performance counters and record their as-
sociated data for each of the jobs running on the system. The
second function, thschedulecachevector(), shown in Al-

Algorithm 1 Modified linux schedule() function.
Require: currentactive task
Ensure: next task ready

if needreschedthen
log task runtime()
th samplecachevector(task)
updatecontextswitch count()

end if
if pick next taskthen

if runqueuesnot balancedthen
load balance()

end if
end if
next task = selecthighestpriority task()
next task = th schedulecachevector(next task,

other cpu runq, task priority list)
recalctaskprio(next, timestamp)
if switch tasksthen

unmodified linux source
...

end if

gorithm 3, is used to select the next job to run based upon
analysis of the cache activity vectors.

Algorithm 2 Performance monitoring function.
Require: currentrunning task
Ensure: Global perf counter tables updated

if logging l2cache perf then
sampleperf counter(L2CACHE,cpu id)
log counter(bmark name)

end if
sampleperf counter(icount, cpu id)
storeicount(task id)

The schedule() function of Algorithm 1 has two im-
portant code regions that were chosen as entry points
for the activity based scheduling module. The first sec-
tion is labeled ‘needresched’, here the available tasks
either get removed from the runqueue if they have com-
pleted, or their scheduling priority gets updated. The
th samplecachevector() function was inserted into this
section to monitor the state of the cache system perfor-
mance counter registers associated with the presently
active tasks on each of the logical CPUs. The perfor-
mance counter information was stored internally in the
kernel memory space for use in both statistical report-
ing, and as a reference point for the scheduler optimization.
The second important region in the function sched-
ule() is named ‘picknext task’. Here, as the name sug-
gests, the kernel selects the next job to activate on the
CPU that the scheduler is currently running. The func-
tion th schedulecachevector() was introduced here to



select the best job to run based upon the activity vec-
tor information that was passed to kernel memory by the
user.

Algorithm 3 Vector scheduling algorithm.
Require: readytask, runqothercpu,

active taskothercpu, taskpriority array
Ensure: next active job

initialize job weights()
get vectors(ready task, other task, icount)
for all CacheLevelsdo

res vec = AND(vector ready, vector other)
overlap bits = count result bits(res vec)
updateweight function(overlap bits)

end for
for all tasksin run queuedo

comparevectors(task, task other cpu)
if weight < best weight then

best task = last job in queue
end if

end for

4.3.3. Kernel module detailsUpon completion of the
profiling stage for each of the benchmarks, the user level
profiling tool is used to copy the contents of the vec-
tor files into the kernel memory. This tool is a device
driver that enables a user to control when the sched-
uler should activate the thsamplecachevector() and
th schedulecachevector() functions. When the user in-
terface is invoked, the default Linux scheduler is active.
The user is prompted for the file names of the activ-
ity vector files, then each is read into kernel memory
for later use in the scheduling algorithm. Once the vec-
tor files have been read in successfully, the user selects the
desired scheduling algorithm, then starts all of the bench-
mark applications in the workload set. The total execu-
tion time for the workload set is recorded, at which point,
the user can command the kernel to return to the de-
fault scheduling mode.

4.3.4. Linux scheduler opportunity Figure 7 illustrates
the scheduling opportunities available to the Linux sched-
ule for a range of workloads. Each time the scheduler is in-
voked on one of the logical CPUs it has a pool of ready
jobs to choose from. The scheduler was instrumented in or-
der to support runtime analysis of the job pool. The data in
Figure 7 show the ratio of the number of times the sched-
uler was invoked to the number of times a benchmark could
have been selected in order to reduce cache resource con-
flicts. Note that in order for the activity based scheduler
to be invoked, the job running on the other virtual proces-
sor must belong to the experimental workload. On average,
more than 45% of schedule invocations trigger the activity

based scheduler. The remainder of schedule invocations are
to handle operating system tasks that are independent of the
workload set. This indicates that there is considerable head-
room for the selection of better jobs for co-scheduling.
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Figure 7. Default linux activity aware schedul-
ing opportunity.

5. Results

5.1. Simulation scheduling results

The first experiments in scheduling were performed us-
ing the simulator outlined in Section 4.1 and the results were
compared against the round-robin priority scheme. The re-
sults are encouraging given that the experiments were per-
formed on a simulator. Increases of up to 7% in overall IPC
were observed in some workloads where L2 activity vec-
tor based scheduling was used, as shown in table 5.1. In ad-
dition, the inter-thread cache interference was reduced by
an average of 10% across the simulated workloads and as
much as 54% for the workload labledJob1.

These results are promising due to the limited program
coverage achieved by the simulator. Since simulation times
are considerably long, the simulator, as described in Sec-
tion 4.1, was configured to run only one billion instruc-
tions. It is expected that running the jobs to completion
would bring an improvement in system performance results
since the job scheduler would have had greater opportunity
to build more accurate activity vectors.

Using intelligent simulation sampling in the future, such
as the work proposed by [24], should allow us to simulate
longer execution times and therefore more scheduling deci-
sions. The final limitation to our experiments, having only 4
threads to choose from, was a choice made also because of
simulation time constraints. With a larger number of threads
available, the chances of finding a complementary thread
are higher. However, it also means more potential combi-



nations which need be tested to obtain an accurate profile.
As such, we chose to limit the number of threads in a work-
load to four.

Job# Benchmark Configuration % ITKO % IPC
Reduction Gain

Job1 gzip.gzip.mcf.equake 54.0% 3.6%
Job2 gzip.gzip.ammp.twolf 10.5% 4.5%
Job3 gzip.mesa.mcf.equake 39.5% 3.0%
Job4 gzip.mesa.equake.equake 47.0% 2.4%
Job5 gzip.parser.perlbmk.twolf -9.2% 1.4%
Job6 mesa.mesa.parser.twolf 10.3% 4.8%
Job7 mesa.mcf.perlbmk.bzip2 -4.1% 3.7%
Job8 mesa.ammp.perlbmk.twolf -6.3% 3.0%
Job9 mesa.parser.parser.twolf -0.7% 4.0%
Job10 mcf.mcf.bzip2.bzip2 -3.3% 5.4%
Job11 mcf.equake.perlbmk.twolf 1.7% 3.0%
Job12 mcf.perlbmk.perlbmk.bzip2 13.0% 12.1%
Job13 ammp.ammp.parser.parser -2.7% 3.0%
Job14 ammp.twolf.twolf.twolf 1.9% 6.1%
Job15 parser.parser.perlbmk.bzip2 1.3% 5.7%

Mean 10.2% 4.4%

Table 4. Inter-thread kickout reduction and
IPC improvement between base and activity
vectors.

5.2. Linux hyperthreading results

Workload Benchmark Configuration

WL0 gzip.vpr.gcc.mesa.art.mcf.equake.crafty
WL1 parser.gap.vortex.bzip2.vpr.mesa.crafty.mcf
WL2 mesa.twolf.vortex.gzip.gcc.art.crafty.vpr
WL3 gzip.twolf.vpr.bzip2.gcc.gap.mesa.parser
WL4 equake.crafty.mcf.parser.art.gap.mesa.vortex
WL5 twolf.bzip2.vortex.gap.parser.crafty.equake.mcf

Table 5. Linux workloads.

The results reported in this section were collected from
a set of workloads each consisting of 8 benchmarks from
the SPEC 2000 suite. The benchmarks were all run to com-
pletion using the training input set. They were started at the
same time and set to run in the background so that the OS
could manage their scheduling priorities. The benchmarks
used in each workload are shown in Table 5 as a reference
for the data reported in this section. In addition to these
jobs, the operating system scheduler also manages the sys-
tem level jobs that run in the background on any Linux sys-
tem.

The activity based Linux scheduler was configured to
collect runtime scheduling statistics based upon the hard-
ware performance counters. The cache activity informa-
tion was used to to evaluate how well the job scheduler

performed at minimizing potential resource conflicts. Fig-
ure 8 shows the percentage of scheduling periods in which
the default scheduler chose jobs that were classified as ei-
ther ‘good’, ‘bad’, or ‘moderate’, relative to the resulting
resource contention. These classifications were derived by
comparing the cache activity of each job in the pool with the
activity of the job running on the other virtual CPU. Rather
than using this information to change the schedule it was in-
stead used to assess the effectiveness of the default sched-
uler. From Figure 8, one can see that for each of the 6 work-
loads, the default scheduler makes a poor scheduling deci-
sion for 30%-40% of the scheduler invocations. This shows
that there is a significant room for improvement for schedul-
ing tuned to reduce resource contention. In addition, as the
number of jobs in the pool increases, the opportunity for
the activity based scheduler to find a good match for co-
scheduling should also increase.
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Figure 8. Activity aware scheduling deci-
sions.

Figure 9 shows the breakdown of the job pool size for
a given scheduler invocation. Each time the Linux sched-
uler was determined to have made a poor decision, the
job search space was evaluated to identify the opportunity
for finding a better choice. For roughly 85% of the ’poor’
choices, there was at least one better job to choose from.
The chances of finding 2 better jobs drops significantly to
roughly 10%. These results suggest that systems with larger
job mixes should expose more scheduling options to the op-
erating system. In addition to providing a larger set of jobs
to choose from, a broader set of applications would increase
the chances of finding benchmark pairs that are good candi-
dates for co-scheduling.

After analyzing the default scheduler, the activity based
scheduler was enabled and the resulting performance for the
set of workloads was measured and reported in Figure 10.
For each workload, the L2 cache misses associated with the
workload were recorded along with the IPC. Four out of the
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six workloads show an improvement in L2 cache misses of
more than 4%, with a similar improvement in IPC. The net
performance gain is dependent upon the job mix, which is
expected since some of the workloads may contain a num-
ber of jobs with similar cache activities. The results are
encouraging since this technique was implemented on real
hardware with a commonly used operating system. As a fi-
nal comparison for scheduling heuristics, this approach was
compared to a performance counter driven schedule. On the
Xeon processor, the resulting workload completion times
mapped closely to the activity base approach.
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Figure 10. Performance improvement using
activity vector scheduling.

In addition to the overall performance improvement, in-
dividual finish times for each application in the job set were
evaluated. Figure 11 shows finish times for the applications,
classified by the earliest finish time relative to base schedul-
ing ‘Early’, the median ‘Median’, and the longest relative
finish time ‘Late.’ Overall, both the early and median scores
across the jobs indicate that in addition to a performance
improvement many of the individual jobs have an earlier
completion time as shown by the Early and Median bars.
Though the worst case delay in completing individual ap-
plications is on average 12%, there is a slight gain overall
due to the jobs that finish early.
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scheduling.

6. Summary

SMT is a promising solution to many of the general per-
formance issues in modern computing. It offers a way to cir-
cumvent limitations to instruction level parallelism such as
control and data flow dependencies and long latency mem-
ory operations. However, the trade off is the introduction of
performance penalties related to the competition between
threads for shared hardware resources. In this paper, we in-
troduced a novel runtime technique for reducing the penalty
associated with inter-thread resource conflicts in the cache
system. By using hardwareActivity Vectorsto monitor the
access patterns of the caches on aSuper Setsgranularity,
we have provided the operating system a mechanism for us-
ing microarchitectural feedback to improve job scheduling.
In a simulated environment, activity vector scheduling re-
duced inter-thread cache conflicts by an average of 10% and
as much as 54% for a set of SPEC 2000 benchmark work-
loads. When implemented on a Pentium 4 Xeon processor
with hyperthreading, improvements in both IPC and sec-
ond level cache misses ranged from between 2% and 6%.
Following on these promising results, further refinement of
both the activity vector implementation and the scheduling
algorithm should lead to even better performance improve-
ments.
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