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Daniel Jiménez-González, Xavier Martorell, Alex Ramı́rez
Computer Architecture Department
Universitat Politècnica de Catalunya
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Abstract
The Cell Broadband Engine (CBE) is designed to be a gen-
eral purpose platform exposing an enormous arithmetic per-
formance due to its eight SIMD-only Synergistic Processor
Elements (SPEs), capable of achieving 134.4 GFLOPS (16.8
GFLOPS * 8) at 2.1 GHz, and a 64-bit Power Processor
Element (PPE). Each SPE has a 256Kb non-coherent local
memory, and communicates to other SPEs and Main Memory
through its DMA controller. CBE Main Memory is connected
to all the CBE processor elements (PPE and SPEs) through the
Element Interconnect Bus (EIB), which has a 134.4 GB/s band-
width performance peak at half the processor speed. Therefore,
CBE platform is suitable to be used by applications using MPI
and streaming programming models with a potential high per-
formance peak. In this paper we focus on the communication
part of those applications, and measure the actual memory
bandwidth that each of the CBE processor components can
sustain.

We have measured the sustained bandwidth between PPE
and memory, SPE and memory, two individual SPEs to deter-
mine if this bandwidth depends on their physical location, pairs
of SPEs to achieve maximum bandwidth in nearly-ideal condi-
tions, and in a cycle of SPEs representing a streaming kind of
computation. Our results on a real machine show that following
some strict programming rules, individual SPE to SPE commu-
nication almost achieves the peak bandwidth when using the
DMA controllers to transfer memory chunks of at least 1024
Bytes. In addition, SPE to memory bandwidth should be con-
sidered in streaming programming. For instance, implementing
two data streams using 4 SPEs each can be more efficient than
having a single data stream using the 8 SPEs.

1. Introduction
The Cell processor is a joint initiative of Sony, Toshiba and
IBM. The first version of the Cell is the Cell Broadband En-
gine (CBE) [11], which can be seen as a processor specialized
in gaming, since it is the main processor of the Sony PlaySta-
tion3. The high volume fabrication implied by its inclusion in

the PS3 will effectively make CBE a price competitor for cur-
rent commodity processors, while its architecture and potential
performance far exceeds that of such price competitors.

As shown in Figure 1, this processor is composed by
a Power-Architecture-compliant Power Processor Element
(PPE) and eight Synergistic Processor Elements (SPE) [8, 9].
These processing cores are connected through an EIB, which
also connects them with the memory through a Memory Inter-
face Controller (MIC), and the I/O controller (IO). The PPE
is composed of a 64-bit PowerPC (PPU) and a 2-level cache
hierarchy. Each of the SPEs is composed by a Synergistic Pro-
cessor Unit (SPU), a Local Store (LS) and a Memory Flow
Controller (MFC) that contains the DMA engine.

Figure 1. Overview of the Cell Broadband Engine. A Pow-
erPC compliant processor (PPE) with 8 accelerators (SPE).

The PPU is a 2-way multithreaded in-order processor, fully
Power compliant instruction set architecture (ISA) and single
instruction multiple data (SIMD) instructions implementing
the Altivec/VMX Instruction Set. This core runs the operating
system, and acts as the master of the system. The SPU is
also in-order, and has a newly architected ISA, completely
SIMD. The data-flow path is 128-bit wide, and the register
file contains 128 general-purpose registers of 128-bits each that
can be accessed in fragmented form as 16 Bytes, 8 half-words,
4 words, 2 double-words or 1 quad-word. The SIMD functional
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unit in each SPU can perform 4 single-precision floating point
operations per cycle, leading to an unprecedented 32 FP ops /
cycle potential performance in a commodity component.

However, in order to actually achieve this enormous com-
pute performance, the architecture must be able to provide data
to the functional units fast enough, or else starvation will hap-
pen. The Cell architecture also offers unprecedented bandwidth
among the on-chip components in order to prevent such func-
tional unit starvation.

The memory-mapped LS provides 256KB for both instruc-
tions and data. Each SPU has only direct access to its own LS,
if it wants to communicate to another element outside the SPE,
it has to perform a direct memory access (DMA) transaction
through its MFC. Each MFC contains memory mapped control
registers that allow the PPE, and other SPEs, to control the state
of the SPU. Through these registers it is also possible to send
32-bit messages (mailbox), configure DMA operations, etc.

The SPU can perform one 16 Byte access to Local Store
every clock cycle. The PPU also can perform one 16 Byte
access to the 32KB L1 cache per cycle. The L1 cache has one
read bus and one write bus to the 512 KB L2 cache performing
up to two 16 Byte accesses per cycle (one read, one write). All
elements connected to the EIB (SPE, PPE, MIC, and IO) can
perform two 16 Byte accesses per bus cycle, one read and one
write access, and the bus works at half the CPU speed.

As shown above, the Cell architecture also offers quite im-
pressive inter-element communication bandwidth. In steady
state, all SPEs can read and write 16 Bytes per bus cycle
through the DMA engines, that is, a full 128-bit register read
and write every 2 CPU cycles. Impressive as it is, this com-
munication bandwidth still limits the actual processor perfor-
mance in algorithms with little or no data reuse. That is, the
provided interconnection limits performance in those codes
that can not perform most of its computation from registers and
continuously need to load new data and store the computed re-
sults.

Since the actual bandwidth obtained is critical to the perfor-
mance that can be extracted from the architecture, in this paper
we perform a series of experiments on a real CBE machine in
order to measure the actual communication bandwidth that can
be obtained among the different chip components: from PPE
to the different caches and the Main Memory, SPE to Main
Memory, SPE to Local Store, and among SPEs. In the process,
we have encountered a number of problems and results that
pointed to some strict programing rules that must be followed
if maximum performance is to be achieved.

2. Related Work
This paper presents an evaluation of memory access band-
width on a real CBE machine, much in a similar way as the
STREAMS benchmark [14] does in regular processors. How-
ever, the unique characteristics of the CBE processor forced us
to develop a whole new set of codes in order to cover all cases.

There is very little published material about Cell from the
scientific community. While abundant information about the

cell architecture, compilers, and programming guidelines can
be obtained from IBM’s website, there are very few conference
and journal papers dealing with performance evaluation of the
CBE processor.

We want to point out two references from IBM’s Developer-
Works web site. First, Krolak’s presentation at MPR Fall Pro-
cessor Forum [13], which describes the implementation of the
EIB. The presentation points out the physical layout of SPEs
as a possible communication bottleneck. Our own results con-
firm this bottleneck, but the current API does not yet allow the
programmer to control such layout, making it a sometimes un-
avoidable bottleneck. Second, the CBE description by Chen et
al. [5], that also provides details about the EIB implementa-
tion, and some performance evaluation to expose the SPE lay-
out bottleneck. Those performance results do not account for
any OS/runtime interference, and it is not clear if they have
been obtained from a simulated environment. The codes used
to perform the test are not disclosed either, and could be hand
coded assembly for maximum efficiency. In any case, our own
results on real hardware and compiler generated code (although
highly optimized) do not differ much from what they obtain.

There is some work that directly or indirectly related to the
performance potential of the Cell processor in scientific appli-
cations that require double-precision floating point arithmetic.
In its current incarnation, the CBE processor can perform 4
single precisions operations per cycle on each SPE, but only
one double precision operation every 7 cycles. The paper by
Williams et al. [15] uses simulation and performance model-
ing to estimate the potential of a Cell processor equipped with
DP FP units. The paper assumes the use of double buffering to
overlap communication and computation, had uses the commu-
nication bandwidth as one of the critical aspects of the perfor-
mance model. A recent keynote speech by Dongarra [6] sug-
gests to address the lack of DP units in architectures like Cell
by doing the bulk of the computation in single precision, and
using DP only to perform error correction on the single pre-
cision result. Experiments run on AMD and Intel SIMD ex-
tensions, which also pack 4 SP elements in a 128-bit register,
show 2x potential speedups compared to using the slower DP
units. This talk also identifies memory bandwidth as a potential
bottleneck for chip multiprocessor architectures like Cell.

Kistler et al [12] have performed similar experiments to
ours. In our work we have added several experiments that
do not appear in Kistler et al.’s work. We show the results
of memory bandwidth for the PPE memory hierarchy, in-
cluding L1, L2, and Main Memory (when using 1 and 2
threads on a single Cell BE), load/store bandwidth in the SPE
when accessing its own local store. Indeed, we present mini-
mum/maximum/average/mean bandwidth performance for all
the experiments related to the SPEs. This helps to see the influ-
ence of the actual physical distance between the SPEs on the
bandwidth achieved. We have also measured the difference in
performance between using simple DMA and DMA lists for
the same amount of data to transfer, get+put bandwidth perfor-
mance for the transfer between the SPEs and Main Memory,
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and bandwidth performance for communication across SPEs
in a streaming way.

Eichenberger et al. [7] describe a series of compiler opti-
mizations oriented towards acceleration of the compute code
that runs in the SPEs. While some proposals, like the software
cache, deal with memory accesses and consider the efficiency
of DMA transfers. However, they do not deal with communica-
tion among the different components. Our experimental results
could be used as a guideline for optimizing Cell compilers.

A recent publication by Bellens et al. [3] describes CellSs, a
new programming model for Cell-like architectures. The model
is based on the definition of tasks, and exposing the dependen-
cies among them. The runtime library then deals with generat-
ing the threads, scheduling them on the SPEs, and transferring
data to/from them. The bandwidth results, and the program-
ming guidelines that we provide in this paper would be very
useful in optimizing the runtime library used in such program-
ming model.

Finally, we want to point to CellPerformance.com [1], a web
site dedicated to article describing how to obtain the maximum
performance out of the Cell architecture. most of the articles
published at the time of writing this paper dealt with optimizing
the PPE and SPE pipelines and instruction scheduling, not
bandwidth optimization.

3. Experimental setup
All our experiments have been run on a dual processor CBE
based blade. It contains two SMT-enabled Cell Broadband
Engine processors at 2.1 GHz with 512 MB DD2.0 XDR RAM
(256 MB per processor). The Firmware version is 5.50.4 with
some hacks to improve SPE to SPE DMA transfers. The system
runs on Linux Fedora Core 5, kernel 2.6.16 (NUMA enabled)
with 64 KB memory pages. We boot the system with maxcpus
set to 2. This enables only the two threads running on the
first CBE processor, and prevents allocation of resources to
the second chip, but still enables access to the whole 512 MB
memory.

All codes have been developed in C, although some of them
required some tweaking at the assembly level in order to pre-
vent the compiler from eliminating what it considered to be
dead code. The source code can be obtained from [10]. All
experiments use the SPE Management Library 1.1 (libspe).
Codes running in the SPE components have been compiled us-
ing spu-gcc 3.4.1 (CELL 2.3, Jul 21 2005) with optimization
options ”-O3 -funroll-loops”. Codes dealing with SPE DMA
transfers have been compiled using gcc 4.1.0 20060304 (Red
Hat 4.1.0-3) and ”-m32 -O3 -maltivec -funroll-loops” opti-
mization options. For memory bandwidth measurements from
PPE to caches and Main Memory, we use ”-m64 -O3 -maltivec
-funroll-loops” optimization options to enable 8 byte load and
store memory accesses.

Since we expect physical resource layout to be a critical fac-
tor, but the current API does not allow the programmer to con-
trol such layout (not even to learn which layout has been used),
we run all our experiments 10 times to test different logical

to physical SPE mappings. Unless otherwise stated, the results
shown represent the average of all 10 runs. Execution time is
measured using gettimeofday for PPE memory accesses, and
time-based decrementers [2] for SPE memory accesses and
DMA transfers.

Memory and connection bandwidth details of the Dual
CBE-based blade are given for each separate experiment at
the performance evaluation section below.

For load/store accesses (from SPE to local store or PPE to
caches and Main Memory) we evaluate accesses of 1 to 16
Bytes. That is, from 1 char, to a full SIMD register. For DMA
transfers we have evaluated both DMA requests of a single
data chunk (labeled DMA-elem in the experiments), and DMA
requests for a list of data chunks (labeled DMA-list). In the
first case, the SPE is responsible for programming the MFC
for each individual DMA transfer. In the second case, the SPE
provides a list of DMA commands to the MFC, and the MFC
takes care of all requests without further SPE intervention. We
have varied the size of DMA chunks from 128 Bytes to 16
KB (the maximum allowed by the architecture). While it is
possible to program DMA transfers of less than 128 Bytes, the
experiments show a very high performance degradation.

In order to prevent TLB misses and page faults in the exper-
iments, we always perform a warm-up lap reading all memory
locations involved in the experiment before starting any DMA
transfer or load/store access evaluation.

Finally, we evaluate weak scalability for the SPE experi-
ments. That is, the number of bytes transferred is proportional
to the number of SPEs used in the experiment. That is, when us-
ing a single SPE, we transfer a total of 32 MB; when evaluating
2 SPEs, we transfer a total of 64 MB split in two independent
32 MB regions; etc. For PPE to memory experiments, the total
number of bytes transferred is 128 MB.

4. Performance evaluation
In this section we perform the actual experiments to measure
the effective bandwidth that we can obtain between all Cell
storage and compute components. Compute components (PPU
and SPU) directly access memories (caches + Main Memory
in the case of PPU, and local store in the case of SPU) using
load/store instructions. Transfers between storage components
(Main Memory and local store, or between local stores) are
performed using the DMA engine in the MFC.

4.1 PPE Bandwidth
In this section we measure memory bandwidth for the most
readily available Cell compute component: the PPE. It is the
first visible unit to the application programmer, and can be
used as a regular processor. It has a 2-level cache hierarchy
composed of a 1st level 32 KB cache, and a 2nd level 512 KB
cache. From there, it connects to the EIB, and reaches the MIC
or the IO.

4.1.1 PPE to L1 and L2 caches
Figure 2 illustrates the experiments performed to measure the
effective bandwidth between the PPU and the different levels
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of the cache hierarchy. The PPU runs a tight loop of load/store
instructions traversing a buffer that fits completely in the se-
lected cache level. Since the PPU is multithreaded to enable
thread switching and tolerating memory latencies, we run our
experiments with 1 and 2 active threads. We have developed
optimized codes transferring from 1 to 16 Bytes per access. All
codes have been compiled for 64 bits (-m64). The code for 16
Bytes uses VMX instrinisics to transfer an entire 128-bit regis-
ter per access. Since there is one 16 B/CPU cycle link between
the L1 and the PPU, the peak performance for the experiment
is 33.6 GB/s.

Figure 2. The PPE performs memory access to data stored in
the L2 cache.

Figure 3 shows performance results for load/store access
from PPU to the L1 cache. Our results show that the PPU can
effectively obtain half the peak performance in load access to
the L1 cache when accessing at least 8 Bytes per access. For 16
Bytes access, we cannot obtain any performance improvement.
The effective bandwidth obtained decreases proportionally to
the size of the data element, reaching just 8 GB/s at 4 Bytes, 4
GB/s at 2 Bytes, and 2 GB/s for 1 Byte accesses. Store accesses
do not reach the same performance, but still show the same
proportional dependence on the size of the data elements, with
a steeper performance advantage when using 16 Byte elements
and 2 threads. This lower store performance may be related to
the size of some internal PPE structure that limits the number of
consecutive store operations. Since the L1 writes through to the
L2 cache, the L2 store queue could be this limiting structure.
The copy experiment (load from one buffer, write to another)
also achieves half the peak performance for 1 active thread,
and maintains the proportional dependency with the element
size. In this case, the 16 Byte transfers do show a significant
performance advantage over 8 Byte transfers. In any case,
having 2 threads seems to benefit bandwidth due to a higher
request frequency to L2, maybe due to an output write queue
having a limit when using only one thread.

From these results, we conclude that it is extremely impor-
tant to use the largest possible data types for memory transfers,
resorting to byte/word access only when the algorithm requires
so. If small data elements are to be used, making an extra ef-
fort to pack multiple data elements into a single 128-bit SIMD
register will offer not only increased compute performance, but
also much higher memory bandwidth.

Figure 4 shows performance results for load/store access
from PPU to the L2 cache. Each experiment consists of ac-
cessing all data transferred between L2 and L1 cache. Our re-
sults show that L2 cache performance is much lower than L1
performance. This is probably due to a hardware limitation on
outstanding L1 cache misses, and the size of the store queues,
limiting the number of concurrent load/store operations to the
L2 cache. This limitation plays a more important role for load
operations, compared to stores, which achieve almost twice the
bandwidth for a single active thread.

At the same time, there seems to be separate structures for
each thread, since performance increases significantly when
using 2 active threads, compared to running a single thread.
The results still show the same strong dependency on the size
of the data elements that we observed for the L1 cache, which
leads us to the same conclusions regarding packing small data
elements into SIMD registers. In addition, the results show that
the multithreading built into the PPU is effective at hiding L1
cache misses when more than one thread is running. It may
be worth running two concurrent threads if the data set to be
processed will not fit in the L1 cache.

Finally, Figure 5 shows BW performance results for L1
to L2 cache memory transfers. Each experiment consists of
issuing memory access instructions that miss in L1 cache and
hit in L2 cache. Our results show that L1 to L2 BW is higher
than L2 to PPU BW. That is something that one can expect
because we are not accessing all data transferred (128 Bytes
per access), and peak BW between L2 and L1 is higher than
the one from L1 to PPU. However, the peak BW between L2
and L1 is not reached, specially in store and copy experiments.
In addition, for 16 Bytes loads the BW decreases significantly.

4.1.2 PPE to Main Memory
Figure 6 illustrates the experiments performed to measure the
effective bandwidth between the PPU and Main Memory. Since
we are using a dual processor blade, there are two memory
banks, one associated to each chip, and so two possible paths
to memory: one through the local MIC at 33.6 GB/s, and one
through the IO, to access the memory bank on the second Cell
at 7 GB/s. We use the same codes as before, running one and
two threads, and accessing data elements from 1 to 16 Bytes.
The peak performance is still limited by the L1 to PPU link to
33.6 GB/s.

Figure 7 shows our performance results. Read access to
memory achieves the same performance as L2 read access for
both 1 and 2 active threads. Clearly both are limited for the
same reason, possibly the number of pending L1 cache misses.
Write access to memory achieves much lower performance
than L2 write access since Main Memory write throughput
is much lower, and the L2 to Memory store queue is quickly
saturated.

The performance results obtained for transfer between the
PPU and Main Memory are very low (under 6 GB/s).

However, we must take into account that DMA engines
transfer memory in larger units (up to 16KB elements) while
the PPE only accesses a maximum of 16 Bytes per load/store
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(a) L1 Load (b) L1 Store (c) L1 Copy

Figure 3. PPE to the 32KB L1 cache transfer experiments for 1 and 2 active threads

(a) L2 Load (b) L2 Store (c) L2 Copy

Figure 4. PPE to the 512KB L2 cache transfer experiments for 1 and 2 active threads

(a) L2 Load (b) L2 Store (c) L2 Copy

Figure 5. L1 to the 512KB L2 cache transfer experiments for 1 and 2 active threads

instruction. As we will see in the next section, DMA transfers
using element sizes of less than 128 Bytes obtain a similar
performance.

4.2 SPE Bandwidth
4.2.1 SPE to Memory
Figure 8 illustrates the experiments performed to measure the
effective bandwidth between a single SPE and Main Memory.
The SPE initiates a DMA transfer to/from memory from/into
its local store. In each experiment, a total of 32 MB of data
is transferred and eight 16 Kbyte buffers are used in the local

store to perform the DMA transfers, per SPE. We present re-
sults for DMA transfer from memory to local store (SPE GET),
from local store to memory (SPE PUT), and for a memory to
memory copy operation (data is first transferred from memory
to local store, and then back to memory, in a different loca-
tion, SPE GET and PUT). Each experiment measures the BW
achieved on all the DMA transfers performed within a main
loop. During the main loop DMA transfers will be blocked if
the DMA queue is full. After the main loop, a DMA wait oper-
ation is issued. The number of iterations of that main loop is a
function of the DMA element size, the number DMA transfers
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(a) Mem Load (b) Mem Store (c) Mem Copy

Figure 7. PPE to Main Memory transfer experiments for 1 and 2 active threads

Figure 6. The PPE performs memory access to data stored in
Main Memory.

per loop iteration, and the total number of bytes to transfer (32
MB). In particular, for each SPE GET or SPE PUT experiment,
32 consecutive DMA transfers are performed per loop itera-
tion. For each SPE GET and PUT experiment, we interleave a
total of 32 get and 32 put DMA transfers per loop iteration so
that we may reach peak memory bandwidth.

The peak BW performance per memory bank is 16.8 GB/s.
There are two banks of memory that can be accessed through
the MIC and the IO, both connected to the EIB. Therefore,
there is a total peak performance of 23.8 GB/s for GET or PUT
operations when more than one SPE is active (16.8 GB/s from
MIC + 7 GB/s from IO).

Figure 9 shows the average DMA-elem transfer bandwidth
for GET, PUT, and GET+PUT (copy) operations between an
SPE and Main Memory varying the number of SPEs from 1 to
8, and the element size from 128 Bytes to 16 KB. Our results
show that when a single SPE is active, it only achieves 10
GB/s regardless of the operation, 60% of peak performance
for GET and PUT operations and 30% for copy. When two
or more SPEs are active, we achieve 20 GB/s GET or PUT
performance, and we achieve a maximum of 23 GB/s in copy
operations. This doubles the performance of a single SPE and
exceeds the 16.8 GB/s that a single memory bank could provide
through the MIC, confirming that we are indeed accessing

Figure 8. A single SPE initiates memory transfers to/from
main memory.

both memory banks using the MIC and the IO simultaneously.
Bandwidth still increases from 2 to 4 threads, but it drops when
all 8 SPEs are active due to saturation of the 4 EIB rings.

These results indicate that it is far more efficient to read
from memory from 2 SPEs simultaneously than to use a sin-
gle SPE. Therefore, this result is to be considered in a stream-
ing programming model. For instance, implementing two data
streams using 4 SPEs each can be more efficient than having a
single data stream using the 8 SPEs.

As we will see in the next set of experiments, we do achieve
this peak performance for DMA transfers between the Local
Stores of two SPEs. We conclude that the performance is lim-
ited by the memory bandwidth, and not the EIB or the DMA
engines, since this 10 GB/s bandwidth fall in line with the max-
imum bandwidth we have measured for PPE to memory trans-
fers (in the previous section). Therefore, that seems to be the
actual bank memory bandwidth limitation. That could be due to
memory having to do other operations, like refreshing, snoop-
ing, etc. that may limit the potential memory bandwidth [5].

In order to achieve these results, we have tested multiple
code versions with different optimizations. From our experi-
ence, it is imperative to manually unroll loops, and postpone
waiting for DMA transfers until the end of the experiment (or
as late as it can be delayed). This allows the code to saturate
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(a) Mem GET (b) Mem PUT (c) Mem GET+PUT

Figure 9. SPE to memory DMA-elem transfer experiments for 1 to 8 active SPEs.

the DMA transfer queues of the MFC, and avoids branches in
the SPE code (there is no branch prediction in the SPEs).

4.2.2 SPE to LS
We have also performed experiments to measure load/store
bandwidth between an SPU and its Local Store, in a similar
way as we did for the PPE and the caches/Main Memory.
The code has been developed in plain C, and relies on the
compiler to generate the SIMD ISA that runs on the SPUs.
As we did with the PPU, we have tested load/store transfer of
1 to 16 Bytes per instruction (from 1 char, to a full 128-bit
SIMD register). The SPU ISA only support 16 byte loads. This
means that loading a 32-bit value still uses a 128-bit load, and
has to mask the unused part of the register with the additional
overhead that doing so requires [4].

The SPU can read or write 16 Bytes / CPU cycle to or
from Local Store, so the peak performance for the experiments
is 33.6 GB/s. Due to space constrains we do not show the
performance results, but we do achieve the peak bandwidth for
16 byte transfers. Remember that SPUs only run user code,
there is no interference from the OS or other running threads.

4.2.3 SPE to SPE
Figure 10 illustrates the experiments performed to measure the
effective bandwidth between two individual SPEs. One SPE
initiates a DMA transfer between its own local store and the
target SPE’s local store. As before, each experiment measures
the BW achieved on performing all the DMA transfers done
within a main loop, and the number of iterations is a function
of the DMA element size, the number DMA transfers, and the
total number of bytes to transfer (32 MB). All DMA transfers
(reading and writing) are started from the same SPE (the active
one). After the main loop, a DMA wait operation is issued. In
particular, for each SPE to SPE experiment, 64 DMA transfers
are performed per loop iteration, interleaving a total of 32
pairs of get and put operations to/from two own local store
locations from/to two target SPE’s local store locations. Since
we perform both reads and writes at the same time, the peak
performance for the experiment is 33.6 GB/s. The second SPE
plays a passive role in the experiment.

This experiment tries to measure the available bandwidth
between SPEs, and tries to determine if this bandwidth depends
on their physical location, and thus the distance on the bus
between them. In order to test the influence of SPE location, we
have initiated DMA transfers between logical SPE zero, and all
other 7 logical SPEs. In order to achieve maximum bandwidth,
we are delaying DMA synchronization as much as possible.
That is, we do not wait for one DMA to finish before starting
the next request.

Figure 10. A single SPE initiates memory transfer to and from
another SPE local store. The second SPE plays a passive role.

Figure 11 shows average performance obtained for DMA-
elem transfers. Although we present average results, there is a
very small variation among the different experiments (under 2
GB/s). Since there are only two SPEs involved, and the EIB
has 4 available rings, there are no possible conflicts or delays.

In order to show the impact of delaying DMA synchroniza-
tion, the graph shows the bandwidth obtained if we synchro-
nize (wait) after every get+put DMA request, every 2 get+put
DMA requests, and so on, until we synchronize only after hav-
ing launched all DMA requests.

The results show that it is important to saturate the DMA
request queue before synchronizing, especially for DMA ele-
ments between 1024 Bytes and 8KB. All results shown from
now on synchronize only after all DMA requests have been
sent in order to obtain maximum performance.
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Figure 11. Performance impact of delayed DMA-elem syn-
chronization in SPE to SPE transfers.

The graph also shows that, delaying synchronization, DMA-
elem transfers obtain almost peak performance for element
sizes of 1024 Bytes and above. For chunks of data smaller than
1024 Bytes, the bandwidth performance degradation is signifi-
cant. In that case, as we will show in the next experiments, the
use of DMA-list transfers helps to maintain peak performance,
even for small data elements.

4.2.4 Couples of SPEs
Figure 12 illustrates the experiments performed to measure
the effective bandwidth between couples of SPEs. An even
number of SPEs is allocated for the experiment, one is the
DMA initiator, the other is the passive partner. Each active
SPE perform the same experiment than the one described above
for the SPE to SPE experiment. The peak performance for the
experiment is 33.6 GB/s for 2 SPEs (1 active, 1 passive), 67.2
GB/s for 4 SPEs, and 134.4 GB/s when all 8 SPEs are involved
(4 active and 4 passive).

The experiment tries to achieve maximum bandwidth in
near-ideal conditions. Since there are a maximum of 4 active
communications, and the EIB has 4 communication rings, there
should not be conflicts in the bus.

Figure 12. Each SPE initiates memory transfers to and from
its logical neighbor. The second SPE plays a passive role.
Physical location may introduce EIB conflicts.

Figure 13 shows average performance bandwidth for DMA-
elem (left) and DMA-list (right) transfers for 2, 4 and 8 SPEs.
In the case of 2 SPEs, this is the same experiment performed in

the previous section, obtaining almost the peak bandwidth per-
formance for both DMA-elem and DMA-list. It is worth noting
that DMA-list transfers show constant bandwidth performance,
independent of the transferred element size and the number of
involved SPEs.

(a) DMA-elem (b) DMA-list

Figure 13. Performance for DMA-elem (left) and DMA-list
(right) transfers for 1, 2 and 4 couples of SPEs.

For 4 SPEs (2 active, 2 passive), the performance results
are also near peak performance. However, for 8 SPEs, the av-
erage performance is around 95 GB/s and 81 GB/s for DMA-
elem and DMA-list transfers respectively. This represents 70%
and 60% of the peak performance of 134.4 GB/s. In this case,
the physical placement of the SPEs is important for the final
bandwidth performance due to DMA transfer path conflicts.
Although we have 4 rings in the EIB and 4 active DMA trans-
fers, depending on the actual location of the source and target
SPEs, there may be routing conflicts when two DMA transfers
try to use the same ring segment simultaneously.

(a) DMA-elem (b) DMA-list

Figure 14. Minimum, maximum, median (large mark), and
average performance for DMA-elem (left) and DMA-list
(right) transfers for 4 couples of SPEs.

Figure 14 shows minimum, maximum, median (large mark),
and average bandwidth performance for DMA-elem (left) and
DMA-list (right) transfers for 8 SPEs (4 active, 4 passive). Our
results show differences of 40-50 GB/s between the maximum
and minimum achieved performance, depending on the physi-
cal location of SPEs. For DMA tranfers larger than 512 Bytes,
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the use of DMA-list transfers seems to increase the number of
conflicts, and achieve slightly lower performance than DMA-
elem transfers.

4.2.5 Cycle of SPEs
Figure 15 illustrates the experiments performed to achieve
maximum bus utilization between SPEs. All SPEs play an ac-
tive role in the experiment, since all SPE initiate transfers with
their neighbor. This experiment should saturate the bus since
there are two active DMA reads and two active DMA writes
for each SPE: one initiated by the SPE itself, and the other
initiated by a neighboring SPE. Each SPE performs the same
experiment than the one described for the SPE to SPE experi-
ment. The peak performance for the experiment is 33.6 GB/s
for 2 SPEs, 67.2 GB/s for 4 SPEs, and 134.4 GB/s when all 8
SPEs are involved.

The experiment tries to achieve maximum bandwidth in
a scenario where there are more active communications than
available channels in the EIB. When more than 4 SPEs commu-
nicate simultaneously, the 4 available rings saturate, and con-
flicts appear.

Figure 15. Each SPE initiates memory transfers to and from
its logical neighbor. All SPEs play an active role.

Figure 16 shows average performance bandwidth for DMA-
elem (left) and DMA-list (right) transfers for 2, 4 and 8 SPEs.
Like in the previous experiments, while DMA-elem perfor-
mance shows significant degradation for element sizes under
1024 Bytes, DMA-list transfers show constant performance for
any data size element.

In the case of 2 SPEs, peak bandwidth performance (33.6
GB/s) is obtained for both DMA-elem and DMA-list. When
only 2 SPEs are active, there can not be any conflicts in the
EIB. When we move to the 4 and 8 SPEs cases, there are al-
ready 8/16 active DMA transfers (4/8 GET and 4/8 PUT), and
the EIB is saturated. As we have seen before, the actual SPE
placement can have a significant impact in this environment.
We achieve 50 GB/s for 4 SPEs and 70 GB/s for 8 SPEs. This
is lower performance than the previous experiment, where we
had half the number of active DMA transfers (half the SPEs
were passive in the couples experiment). This shows that sat-
urating the EIB is counterproductive in terms of performance.

(a) DMA-elem (b) DMA-list

Figure 16. Performance for DMA-elem (left) and DMA-list
(right) transfers for cycles of 2 to 8 SPEs.

In order to prevent this, communications between SPEs should
be scheduled carefully in order to avoid having too many EIB
conflicts.

(a) DMA-elem (b) DMA-list

Figure 17. Minimum, maximum, median (large mark), and
average bandwidth performance for DMA-elem (left) and
DMA-list (right) transfers for 8 SPE cycles.

Figure 17 shows minimum, maximum, median, and average
bandwidth performance for DMA-elem (left) and DMA-list
(right) transfers for 8 active SPEs. The results show variations
of 20 GB/s for DMA-elem transfers and 10 GB/s for DMA-list
transfers. There is a smaller variation than in the SPE couples
experiment because with so many active DMA transfers, any
physical layout of SPEs will result in EIB conflicts. However,
our results show that even in the presence of EIB saturation,
the distribution of SPEs can make a significant difference.

5. Conclusions
In this paper, we have presented actual bandwidth performance
on the Cell Broadband Engine (CBE) processor for each of its
components. The goal has been to determine the appropriate
data access and communication patterns and algorithms, us-
ing for example MPI and streaming programming models, to
achieve good bandwidth performance, allowing the exploita-
tion of the CBE full capacity for computation.
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With respect to code running on the PPE, its bandwidth
to memory is very good when accessing the L1 cache (close
to 16.8 GB/s), it is relatively efficient when accessing the L2
cache, but it is very low when writing data to Main Memory. In
general, it is better to use a single thread when accessing data
structures that fit in the L1 cache and 2 threads otherwise.

For both the PPE and the SPEs, it is better to use the largest
possible data elements in load/store accesses. It will be worth
making an extra effort to vectorize, not just in terms of compute
performance, but also in memory bandwidth. Vectorization is
especially critical in the SPEs.

On the SPEs, one should use loop unrolling, when possible,
in all loops accessing data, thus also reducing the number of
branches. In the algorithms implementing communication and
DMA transfers, double buffering, DMA lists and delaying the
synchronization (DMA wait) as much as possible will always
help performance. DMA lists are beneficial for data chunks of
less than 1024 Bytes in SPE to SPE communication. Also, care
must be taken in scheduling the communications in the EIB bus
to avoid saturation.

A streaming programming model looks promising (as game
processing in the Playstation 3), since peak bandwidth is more
easily achieved in SPE to SPE communication. Also, it is ben-
eficial to use more than one SPE to access memory in paral-
lel. The physical layout of the SPEs has a critical impact on
performance. However the current API does not allow the pro-
grammer to select such layout for the SPE tasks. This should be
improved in the libspe library, in which there is a simple notion
of ”affinity”, which is not fully implemented yet. This problem
is even worse when using more than one Cell chip, since SPEs
could be allocated in different chips, and they would have to
communicate through the IO, limited to 7 GB/s.

In the near future, we plan to use this experience to evaluate
small kernels (scalar product, matrix by vector, matrix product,
streaming benchmarks...), and develop extensions to program-
ming models like OpenMP to support such way of program-
ming.
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